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The supplementary material has been structured into four
sections. Section 1 “Bias decomposition” presents a tabu-
lar description of the proposed bias decomposition which
has been discussed in the Section 2 “The GBQA Frame-
work” of the main manuscript. Next, Section 2 describes
the dataset used and corresponding experimentation proto-
col for the gesture pruning based GBQA score estimation.
This is followed by Section 3, wherein we provide several
evidences to empirically verify the theoretical trade-offs be-
tween GBias−CU and biometric parameters. For these ex-
periments, we quantify biometric uniqueness and variability
using dUNQ and dV RB [1]. In particular, dUNQ computes
the average inter-subject distance within a gesture cluster.
While dV RB measures the average intra-subject variation
for a gesture. Finally, in the last section, we propose several
relative measurement based methods for GBQA score esti-
mation. These methods involve comparing the performance
in two settings: (i) cross-user, and (ii) cross-user with some
technique to intensify and mitigate personality bias.

1. Bias Decomposition
In table S1 we outline the biases which causes failure

in cross-user and cross-session experiments. It can be noted
from the same that cross-user scenario has entanglement be-
tween biometric and recognition level generalization biases.
With our proposed GBQA method, we disentangle gener-
alization parameters (G3 & G4) from the biometrics one.

2. Dataset description and experimentation
protocol

In this section, we describe the hand gesture datasets
used for validating GBQA score computation using ges-
ture pruning method. We report results in two settings: (i)
without gesture pruning (the complete dataset) and (ii) with
gesture pruning (only the top-performing gestures are uti-
lized for training). The obtained performance is then com-
pared against equal error rates (EER) reported in [1]. We
majorly report results with TDSNet [2] as the feature ex-
tractor. This choice was motivated by its relevance in both
gesture biometrics and recognition.

1. Soli [3]: This is a mmWave radar hand gesture recog-
nition dataset has 11 gesture classes, collected from
10 subjects with 25 gesture instances per subject. We
specifically chose this dataset because these gesture se-
quences carry only motion-specific details. We consid-
ered gesture from first five subjects in training, while
the next five in testing. We select 6 good performing
gestures (on the hand gesture recognition task): ‘Pinch
Index’, ‘Palm Tilt’, ‘Fast Swipe’, ‘Push’, ‘Finger Rub’
and ‘Circle’.

2. TinyRadar [4]: This is a large-scale mmWave radar
hand gesture recognition dataset with 30, 300 samples.
It comprises similar 11 gestures as in Soli. How-
ever, the acquisition radar has a different configuration.
Also, it has been collected from 26 subjects, which is
higher than the former. In order to validate generaliz-
ability of the proposed, we have selected the same 6
gestures as in Soli. For training, we have utilized data
from first 16 subjects, while testing is performed over
the remaining 10 subjects.

3. SCUT [5]: This is a large-scale RGB-based hand ges-
ture authentication dataset. It comprises of 6 gestures
collected from 193 subjects. The training set consists
of 143 subjects while the test set has 50 subjects. Af-
ter pruning, we considered 3 gestures: ’Rotate to fist’,
’Catch and release’, and ’Bend four finders’.

3. Trade-off between biometric parameters
and GBias−CU

Our proposed decomposition (refer Sec. 2.3.1, main
manuscript) suggests that, with reduction in GBias−CU

there will be decrement in biometric uniqueness (G1) and
variability (G2). To this end, we validate the claim via
several experiments. In summary, these experiments in-
volve mitigating GBias−CU via different methods. Then,
the corresponding impact on biometric uniqueness and vari-
ability is analyzed. For mitigating GBias−CU , we utilize
two strategies: (i) better gesture recognition models and (ii)
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Table S1. Tabular description of the proposed bias decomposition. We summarize the biases involved in cross-user and cross-session
gesture recognition experiments. This summary has been made available in pictorial format in Fig. 2 and Fig. 3 of the main manuscript.
Hierarchy of the bias parameters has been tabulated in column titled ’Parent bias’. The table mentions if a bias term is instrumental for bio-
metrics or generalization. Further, it also tabulates the form of bias involved for respective tasks (refer the columns: ’Biometric parameter’
and ’Generalization parameter’). The inverse of a bias parameter (G−1) characterizes the opposite affect of that bias. ’Disentangled’ bias
parameter signifies the fact that biometric and generalization cannot be separated at the current stage i.e., it requires further decomposition.
It can noted from the table that the cross-user experiment has uniqueness and stability parameters. On the other hand, the cross-session
experiment has only stability parameters. Furthermore, both of these experiments (cross-user and cross-session) have bias parameters,
shared between biometrics and generalization.

Bias parameter Name Description Parent
bias

Biometric
property

Generalization
property

Biometric
parameter

Generalization
parameter

Cross-user bias (CUTest)

PBias Personality bias
This originates because of variation in

gesture patterns across different
subjects in training and testing.

CUTest ✓ ✓ PBias PBias
−1

GBias−CU

Cross-user
gesture understanding

bias

This is generated if the model
has not learnt discriminative enough
representation from the training data

of different subjects.

CUTest ✓ ✓ Disentangled GBias−CU
−1

G1 Biometric uniqueness

The model is not able to capture
generic gesture representations because

subjects have hihgly unique gesture
representation. Thus, this bias term

encodes the amount of uniqueness between
training subjects at intra-gesture level.

GBias−CU ✓ ✓ G1 G1
−1

G2 Biometric stability
This term describes if there is high
variability in any gesture class at

intra-subject level.
GBias−CU ✓ ✓ G2

−1 G2
−1

G3

Inter-gesture
intra-subject

similarity

This term describes the extent of
similarity between different gesture at

intra-subject level
GBias−CU ✗ ✓ - G3

−1

G4

Inter-gesture
inter-subject

similarity

This term describes the extent of
similarity between different gesture at

inter-subject level
GBias−CU ✗ ✓ - G4

−1

Cross-session bias (CSTest)

SBias Stability bias
This accounts for variability
between gesture of a subject

across differet sessions
CSTest ✓ ✓ SBias

−1 SBias
−1

GBias−CS

Cross-session
gesture undestanding

bias

This is generated if the model
has not learnt discriminative enough

representatation from the training data of
different sessions from a same subject

CSTest ✓ ✓ GBias−CS
−1 GBias−CS

−1

G5 Biometric stability
This term describes if there is high
variability in any gesture class at

intra-subject and inter-session level.
GBias−CS ✓ ✓ G5

−1 G5
−1

G6

Inter-gesture
intra-subject

similarity

This term describes the extent
of similarity between different gesture

at intra-subject level
GBias−CS ✗ ✓ - G6

−1

auxiliary triplet loss objective to improve intra-gesture clus-
tering. In order to quantify uniqueness and variability, we
use dUNQ (inter-subject distance) and dV RB (intra-subject
variation) [1]. These serve as a proxy to G1 and G2 respec-
tively. We conduct these experiments on Soli dataset [3].
In the subsequent part, we provide experimental results and
analysis:
Experiment # 1: Better gesture recognition model: An
architecture with better feature modeling capacity can be in-
strumental in mitigating GBias−CU . In this experiment, we
check if an improved architecture can achieve lower unique-
ness and variability than the original architecture. To this
end, we either introduce multi-scale modeling [7] into the
architecture or utilize a more domain specific architecture
such as TDSNet [2]. In particular, we perform three com-
parisons: (i) Res3D (3D CNN backbone with residual con-
nections) vs MSRes3D (multi-scale variant of Res3D). (ii)
Res3D-ViViT (Res3D with ViViT [8]) vs MSRes3D-ViViT

(Res3D-ViViT with multi-scale 3D CNN backbone). (iii)
MSRes3D-ViViT vs TDSNet. A bar graph based presen-
tation of the comparison has been shown in Figure S2. It
can be observed from the plot that multi-scale variant at-
tains better performance and lower uniqueness and variabil-
ity (refer Figure S2, (a) and (b)). Similarly, TDSNet outper-
forms Res3D-ViViT in terms of gesture recognition perfor-
mance, and achieves lower biometric parameters (refer Fig-
ure S2, (c)). This gives an empirical validation of the pro-
posed bias decomposition. Furthermore, we find some ges-
tures ‘Circle’ and ‘Fast swipe’ tend to show limited decre-
ment in uniqueness with the use better models. This aligns
with the fact that they are good in biometrics and achieve
lower EER. We observe that the decrease in variability
is lesser than the uniqueness. This can be reasoned with
the fact that a gesture recognition model clusters samples
from the same class irrespective of the identity. Hence, jus-
tifying the entanglement of generalization with biometric
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Fig. S1. tSNE plots with and without gesture pruning. • and ✗ respectively represent training and testing data. The plot has a two-fold
objective: (i) studying impact of gesture pruning, and (ii) analyzing the amount PBias. The plot reveals that gesture pruning leads to
reduced inter-gesture clustering. This results in a reduction in GBias−CU . We also observe that the training and testing data are more
disparate in the Soli and TinyRadar datasets, as compared to the SCUT-DHGA dataset. This suggests that the first two have higher PBias

values as compared to the third. This can be explained by the significantly higher number of subjects in the SCUT-DHGA dataset. As
the number of subjects increases, the biometric uniqueness reduces. This results in the test data being less spread apart, compared to the
training data.

characteristics. Also, the models that show higher classi-
fication accuracy leads to higher reduction in uniqueness
(for e.g., TDSNet). T his highlights the with better gesture
understanding (conversely decrease in GBias−CU ), there is
decrement in uniqueness and variability.

Experiment # 2: Auxiliary gesture clustering objective:
In this experiment, we introduce triplet loss [6] to enforce
better intra-gesture clustering and inter-gesture separability.
This objective leads towards improved generalization and
hence results in mitigating GBias−CU . We experiment with
different values of the triplet loss margin, and expect de-
crease in uniqueness and variability with higher margin val-
ues. Here, we used TDSNet [2] as the feature extractor. The
corresponding trade-off has been illustrated in Figure S3. It
can be observed from the same, that with increasing margin
(m), there is a general downward trend in uniqueness (refer
Figure S3 (a)) and variability (refer Figure S3 (b)). This is
noted for most of the gestures. Hence, this verifies that there
exists an inverse relationship between GBias−CU and bio-
metric parameters (G1 and G2). It must be noted that decre-
ment in these parameters is non-uniform. This highlights
that different gestures have different biometric characteris-
tics. The amount of decrease in uniqueness is more than that
variability. This corresponds to the fact that when variabil-
ity might originate because of outliers, while uniqueness is

easily mitigated with intra-gesture clustering. We also ob-
serve some inconsistencies. For example, ‘Pinch index’ and
‘Finger rub’ shows limited depicts some increment in vari-
ability with increasing margin. This has several reasons: (i)
the margin based loss is dependent upon samples in a batch.
Stochasticity if batch formulation leads to suboptimal con-
vergence and thus we might find irregularities in the decre-
ment. (ii) Refer Fig. 5 (a) (main manuscript), it shows that
these gestures posses much higher variability in comparison
to uniqueness. As a result, the later is more challenging to
reduce.

4. Relative measurement techniques

We propose following methods for relative measurement
based quantification of biometric characteristics.
Bias Intensification: As the name suggests, the personal-
ity bias is intensified and the entire methodology revolves
around on how to increase the bias. To this end, we suggest
two strategies: (i) model poisoning and (ii) data poisoning.
(i) Model Poisoning: A gesture can be decomposed into
gesture content (the gesture class) and gesture style (bio-
metric details of the subject). We aim at making the model
forget the content. This can in turn, be captured using neu-
ral style transfer [9]. This would culminate in intensifying
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(a) Res3D vs MSRes3D (b) Res3D-ViViT vs MSRes3D-ViViT (c) MSRes3D-ViViT vs TDSNet

Fig. S2. The impact of reducing GBias−CU on biometric parameters, via better architectures. The figure studies the reduction in
uniqueness and variability with the usage of better models. To this end, we use multi-scale modeling and a domain-specific architecture:
TDSNet. We quantify uniqueness and variability with dUNQ and dV RB as in our earlier work [1]. These serve as a proxy for G1 and
G2, respectively. The figure presents comparison between three pairs of architectures. The first row of the figure presents comparison
in terms of dUNQ, and the second, for dV RB . For each plot, we also show the classification accuracy of the architectures considered in
this comparison. It is evident from the figure that there is a decrement in the uniqueness and variability, with better architectures. The
decrease is even higher, when an architecture achieves better results. Furthermore, gestures with better biometric characteristics show a
limited reduction in uniqueness. These inferences substantiate the claim that with a decrease in GBias−CU , both uniqueness and variability
reduce.

personality-related biases.

(ii) Data Poisoning: One can apply adversarial perturba-
tions on the input to make the model forget the gesture
content and emphasize personality sensitive features. The
gesture class which becomes the most susceptible can be
referred to as bearing more personality-relevant features.

Bias Mitigation: Here, the aim is to curb personality-
sensitive features. Hence, for the classes wherein these are
most challenging to suppress, can be accredited to bear bio-
metric details. If the user identity information is available,
then the model can be poisoned to forget identities by incul-
cating domain invariance; GRL [10] is an alternative. Using
this notion, gestures which tend to be vulnerable are segre-
gated from the ones that have intrinsic biometric character-

istics.
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