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• Shared memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models
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• Multiple interacting fragments

➡ Shared state 

➡ Fragments may have private (hidden) state  

• Usually Asynchronous

➡ Synchronous models can simplify some things 
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models

cudaGraph_t graph; 
cudaGraphCreate(&graph); 
cudaGraphAddNode(graph, kernel_a, {}, ...); 
cudaGraphAddNode(graph, kernel_b, { kernel_a }, ...); 
cudaGraphAddNode(graph, kernel_c, { kernel_a }, ...); 
cudaGraphAddNode(graph, kernel_d, { kernel_b, kernel_c }, …); 

cudaStreamBeginCapture(stream, cudaStreamCaptureModeGlobal); 
… 
cudaStreamEndCapture(stream, &graph); // Convert stream to graph 

cudaGraphExec_t graphinstance; 
cudaGraphInstantiate(&graphinstance, graph, NULL, NULL, 0); 
cudaGraphLaunch(graphinstance, stream);
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• Data Parallel

➡ Perform f(x) for many x 

• Task Parallel

➡ Perform many functions fi 

• Pipeline

Data Decomposition

Data	
Parallel

Task	
Parallel

Pipeline

Data

(Similar) 
Computation
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models

Computational pipeline
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models

Computational pipeline

pack  
of data multi-processed
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

List outputlist =  
         inputlist.stream() 
    .filter(i -> i.x > i.v).              // filter if x > v 
    .map(i -> i.y)                   // fetch y 
    .collect(Collectors.toList());// collect to list

Programming Models

Computational pipeline

pack  
of data multi-processed

multiple streams
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

List outputlist =  
         inputlist.stream() 
    .filter(i -> i.x > i.v).              // filter if x > v 
    .map(i -> i.y)                   // fetch y 
    .collect(Collectors.toList());// collect to list

Float value =  
         inputlist.stream() 
    .filter(i -> i.x > i.v).              // filter if x > v 
    .map(i -> i.y)                   // fetch y 
    .reduce(0f, (sum, y) -> sum+y); // reduce

Programming Models

Computational pipeline

.parallel()

pack  
of data multi-processed

multiple streams
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

List outputlist =  
         inputlist.stream() 
    .filter(i -> i.x > i.v).              // filter if x > v 
    .map(i -> i.y)                   // fetch y 
    .collect(Collectors.toList());// collect to list

Float value =  
         inputlist.stream() 
    .filter(i -> i.x > i.v).              // filter if x > v 
    .map(i -> i.y)                   // fetch y 
    .reduce(0f, (sum, y) -> sum+y); // reduce

Programming Models

Computational pipeline

.parallel()

pack  
of data multi-processed

inputlist.stream().parallel().forEach(e -> f(e)); 

multiple streams
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models

• Map-reduce model
<key2, value2>

<key1, value3>

<key3, value4>

<key1, value1>

<k2, v2>

<k2, v3>

<k2, v4>

<k1, v1>

<k2, Rv2>

<k1, Rv1>

Map Reduce
(Map each tuple to 0 or more tuples)

(Reduce values 
of one key)
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• Shared Memory model

• Message passing model

• Task-graph based model

• Stream processing model

• Map-reduce model

• Work-queue model

• Client-server model

Programming Models

q = create_queue(args); 
… 

t = create_task(args); 
update_task1(args) 
… 
q.submit(t);
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• Shared Memory model

• Message passing model

• Task-graph based model

• Work-queue model

• Stream processing model

• Map-reduce model

• Client-server model

Programming Models

• Client-server model

Server Program Client Program

Protocol

c1 = Accept() 
Fork process(c1)

Request(s1)

JAVA RMI: 
Registry registry = LocateRegistry.getRegistry(hostString); 
Someclass stub = (Someclass) registry.lookup("somename"); 
String response = stub.somemethod();
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• Simplify specifying, reasoning, analyzing algorithms

• Must abstract away many details 

➡ Should predict computability 

• Should track performance

• General classes

➡ Shared Memory vs Distributed Memory 

➡ Synchronous vs Asynchronous

Formal Models of 
Computation
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• Synchronous, Shared Mem
➡ Arbitrary number of cells 

• Arbitrary number of processors, each:
➡ has local memory (Arbitrary number of cells) 

➡ knows its ID 

➡ can access a shared memory location in constant 
time

PRAM Model

p0

Shared	
Memory

Interconnect

p3

p2
p1

pn Unrealis:c?
Can	be	o>en	simulated
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• At each time-step each Pi can:
1. read some memory cell 

2. perform a local computation step 

3. write a memory cell (Read and write are in two phases) 
➡ Co-access may be restricted 

• Thus, a pair of processors Pi Pj  can communicate in two steps
➡ constant time

PRAM Model Steps

.

.
Shared	Memory

.

.

P0

P1

Pn

.

.
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2
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Pi
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• Inputs/Outputs are placed at designated addresses

➡ Technically also a ‘start’ protocol to activate processors 

• Each instruction takes O(1) time

• Processors are synchronous

➡ Asynchronous PRAM models exist as well 

• Cost analysis:

➡ Cost, Work, Time (taken by the longest running processor) 

➡ Maximum number of active processors and memory cells

More about PRAM
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• At each time-step each Pi can:
1. read some memory cell 

2. perform a local computation step 

3. write a memory cell (Read and write are in two phases) 
➡ Co-access may be restricted 

• Thus, a pair of processors Pi and Pj  can communicate in two steps
➡ constant time

PRAM Model Steps
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• EREW (Exclusive Read Exclusive Write)

➡ Only one processors may read or write any given location in a step 

• CREW (Concurrent Read Exclusive Write)

➡ Many processors can simultaneously read a location, but only one may write 

• CRCW (Concurrent Read Concurrent Write)

➡ Many processors can read/write the same memory location  

• ERCW (Exclusive Read Concurrent Write)

➡ Not commonly used

Shared-Memory 
Access Models
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• Priority CW

➡ Higher priority processor (normally lower index) wins 

• Arbitrary/Random CW

➡ One of the values is randomly chosen 

• Common CW

➡ Succeeds only if all writes have the same value

Concurrent Write 
(CW)

		EREW			≤			CREW			≤			Common			≤			Arbitrary			≤			Priority
Less	powerful More	powerful
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p = n/2
forall i < n 
   B[i] = A[i] 
while(p > 0) {
    forall i < p 
        B[i] = B[2i]+B[2i+1]
    p = p/2;
}

Parallel Addition

p0 p1	 p2 p3

p	=	n;	B[i]	=	A[i]

p	=	p/2;	if(i<p)	B[i]	=	B[2i]+B[2i+1]

p4 p5	 p6 p7

p0 p1	 p2 p3

p0 p1	

p0

• processors: n
• time: O(log n)
• Speed-up: n/(log n)
• Efficiency: 1/log(n)
• Cost: n log n
• Work: n

p	=	p/2;	if(i<p)	B[i]	=	B[2i]+B[2i+1]

p	=	p/2;	if(i<p)	B[i]	=	B[2i]+B[2i+1]

(assumes n is a power of 2)
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• n input integers in n memory cells

• Does x exist in the input?

➡ x is initially stored in shared memory

Linear Search 
p<n

Algorithm
step1: If p0, broadcast x
step2: Processor pi: search in ith [n/p] block and {set flag fi}

   step3: If p0, check if ‘any’ flag is 1 and print answer

EREW          CREW       CRCW
• log(p) 
• n/p 
• log(p)

• 1 
• n/p 
• log(p)

• 1 
• n/p 
• 1
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• Lemma	
➡Any problem that can be solved on a p-processor PRAM in t steps can be 

solved on a p'-processor PRAM in t' = O(t*p/p') steps (assuming the same size 
of shared memory). 

• Proof	
➡Partition p simulated processors into p' groups of size p/p' each. 
➡Allocate each group to one available processor
➡An available processor executes on behalf of its group, one step at a time 
‣ Execute all READ substeps
‣ Execute all LOCAL computation substeps 
‣ Execute all WRITE substeps

➡Assumes local register space

Small Processor 
Count
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PRAM Type

• Lemma	
➡Any problem that can be solved on a p-processor and m-cell CREW PRAM in t 

steps can be solved on a p-processor and m-cell EREW PRAM in O(tp) steps.

• Proof:	
➡Complete each READ substep in p rounds
➡ In round i, processor Pi executes its READ

Possible in fewer steps?
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• Two related parameters

➡ p(n), t(n)

• W(n) consolidates the two

➡ If W(n) is similar, compare t(n)

• Speedup/Scalability

Performance 
Evaluation

➡ Work-optimal => work = O(serial complexity) 

➡ p(n) is hidden but important 

‣ W1(n) = O(n); t1(n) = O(n) 

‣ W2(n) = O(n log n) and t2(n) = O(log n)
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• Design algorithm in terms of 

➡ Total work done per ‘time step’: Wi(n) 

➡ t(n) steps 

• Total work done W(n) = ∑Wi(n)

• For each time step i:

➡ divide the work Wi(n) among p processors 

‣ Time <= ∑⎡(Wi(n)/p⎤<=⎣W(n)/p)⎦+ t(n) 

• Cost = t(n,p) * p

Work Time 
Scheduling Principle

Work	<=	Cost.	Cost	op:mality	is	more	stringent.
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• Time taken by p processors:

➡ t(n,p) = O(W(n)/p+ t(n)) 

• Cost = p * t(n,p) = O(W(n) + p * t(n))

• Work = Cost if: 

➡ W(n) + p * t(n) = O(W(n)) 

➡ Or, p  = O(W(n)/t(n))

Brent’s Theorem
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• Using n processors for parallel sum

➡ Work = O(n), Cost =  O(n log n) 

• Suppose, we use  n/log n processors

➡ forall: Compute sum of its share of log n local elements 

➡ Compute sum of n/log n partial sums 

‣ Using previous parallel sum algorithm (with n/log n processors) 

• Time = log n + log(n/log n) = log(n)

• Cost = n/log n * log n = n

Optimal Summation

Favor long “sequential” sections

Compare to Brent’s Scheduling
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• If sequentially optimal algorithm is O(t’(n))

➡ Work done by Work-optimal parallel algorithm: 

‣ O(t’(n)) (with time t(n)) 

➡ Work-scheduling on p processors takes time: 

‣ t(n,p) = O(t’(n)/p + t(n)) 

➡ Optimal speed-up: t’(n)/t(n,p) = θ(p), if 

‣ [p*t’(n)] / [t’(n)+p*t(n)] = θ(p) 

• Work-time optimal if:

➡  t(n) cannot be improved

Notions of Optimality
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• If sequentially optimal algorithm is O(t’(n))

➡ Work done by Work-optimal parallel algorithm: 

‣ O(t’(n)) (with time t(n)) 

➡ Work-scheduling on p processors takes time: 

‣ t(n,p) = O(t’(n)/p + t(n)) 

➡ Optimal speed-up: t’(n)/t(n,p) = θ(p), if 

‣ [p*t’(n)] / [t’(n)+p*t(n)] = θ(p) 

• Work-time optimal if:

➡  t(n) cannot be improved

Notions of Optimality

No need to mention processor count
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• A set of virtual (processor, memory) pairs

➡ No notion of “locality” in mapping to physical processor 

• A point-to-point interconnect

• Barrier synchronization (all or subset)

• Repeat “super-step”:

➡ Local computation 

➡ Communication 

➡ Barrier synchronization

Bulk Synchronous 
Parallel Model

Designed as a Bridging 
model for parallel 

programming
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BSP

p Virtual Processors

Local	Computa:on

Communica:on

Barrier	

Super-step:	
(L	Jme	units)

Router
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• In each super-step, VP does a task with

➡ implicit message arrivals, local computation, message sends 

➡ Computation may only access data available at the beginning of super-step 

•  VPs synchronize at regular intervals of L time units

➡ L: the periodicity parameter 

‣ L may be a constant 

‣ If a VP not done with in L, the super-step continues (a multiple of L)

BSP
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• Realize arbitrary h-relation in a super-step:

➡ VPs send (receive) at most h messages 

‣ each of length “1” 

➡ Communication cost: gh = th + s 

‣ t: network latency 

‣ s: constant overhead 

➡ Ignores actual transfer size, distribution

Interconnect
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• Barrier cost of l

➡ May depend on the count of virtual processors, p 

➡ A lower bound on l is the diameter of the network 

• Super-step cost

➡ cost of the longest running local computation 

➡ cost of communication 

➡ cost of the barrier synchronization 

➡ w + hg + l                        (Non Overlap model) 

• Total cost = summation over super-steps s:

➡  ∑ws + g ∑hs + Nl             (N is the number of super-steps)

BSP cost Accounting



Subodh Kumar

• t (n,p(n)) = O(logk1n) with p(n)=O(nk2) processors

➡ with k1, k2 = O(1)  
➡ Assume PRAM model (Doesn’t matter which) 
➡ Robust with respect to other models as well 

• Many NC algorithms are work optimal

➡ e.g., for a linear-time sequential algorithm: 

‣ t (n,p(n)) = O(log n) with p(n)=n/log n 

‣ t (n,p(n)) = O(log log n) with p(n)=n/log log n 

• “Inherently sequential,” if no NC algorithms exist for a problem

Complexity Class NC

Is parallel “p-ary” search in NC?
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• t (n,p(n)) = O(logk1n) with p(n)=O(nk2) processors

➡ with k1, k2 = O(1)  
➡ Assume PRAM model (Doesn’t matter which) 
➡ Robust with respect to other models as well 

• Many NC algorithms are work optimal

➡ e.g., for a linear-time sequential algorithm: 

‣ t (n,p(n)) = O(log n) with p(n)=n/log n 

‣ t (n,p(n)) = O(log log n) with p(n)=n/log log n 

• “Inherently sequential,” if no NC algorithms exist for a problem

Complexity Class NC

Is parallel “p-ary” search in NC?

              NC ⊆ P  
Open Question: is P == NC?


