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Optimal Merge (A,B)
• Use the fast, non-optimal algorithm on small enough subsets

• Subdivide A and B into blocks of size llg n

➡ A1, A2, .. 

➡ B1, B2, ..

• Select first element of each block

➡ A’ = p1, p2 .. 

➡ B’ = q1, q2 ..
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• Now merge separated blocks of A and B

Optimal Merge (A,B)
• Use the fast, non-optimal algorithm on small enough subsets

• Subdivide A and B into blocks of size llg n
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Optimal Merge (A,B)
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Optimal Merge (A,B)
• Use the fast, non-optimal algorithm on small enough subsets

• Subdivide A and B into blocks of size llg n

➡ A1, A2, .. 

➡ B1, B2, ..

• Select first element of each block

➡ A’ = p1, p2 .. 

➡ B’ = q1, q2 ..

• Merge O(llg n) sized blocks O(n/llg n) times
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Optimal Merge (A,B)

1. Merge A’ and B’ – find Rank(A’:B’), Rank(B’:A’)

➡ Use fast non-optimal algorithm 

‣ Time = O(log log n), Work = O(n) 

2. Compute Rank(A’:B) and Rank(B’:A)

➡ If Rank(pi, B) is ri, pi lies in block Bri  

‣ Sequentially: Time = O(log log n), Work = O(n) 

3. Compute ranks of remaining elements

‣ Sequentially: Time = O(log log n), Work = O(n)

n/llg	n

n/llg	n

llg	n

llg	n
llg	n

merge

A

B

A’
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Min-find
Input: array A with n elements

Algorithm A1 using O(n2) processors:

forall i in [0:n)
        M[i] = 1

   forall  i,j  in [0:n)
        if i≠j && A[i] < A[j] 

       M[j] = 0

   forall i in (0:n]
        if M[i]=1

       min = A[i]

O(1) time, O(n2) work: Not optimal

M

A

CRCW

j

1     1    1     0     1    1     1



Subodh Kumar

Optimal Min-find
• Balanced Binary tree

➡ O(log n) time 

➡ O(n) work => Optimal 

• Make the tree branch quicker

➡ Number of children of node u = √nu 

‣ if the number of leaves in u’s subtree is nu 

➡ Works well if the operation at each node is fast, say, O(1)  

• Use Accelerated cascading
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A1

From n2 processors to n√n

Step 1: Partition into disjoint blocks of size n
Step 2: Apply A1 to each block
Step 3: Apply A1 to the results from the step 2

A1 A1 A1 A1 A1 A1 A1A1 A1 A1

n n
n

A2 work

min

min

n

n

Algorithm A2
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From n√n processors to n1+1/4

Step 1: Partition into disjoint blocks of size
Step 2: Apply A2 to each block
Step 3: Apply A2 to the results from the step 2

A2 A2 A2 A2 A2 A2 A2A2 A2 A2

A2

n1
2n3

4

n3
4

A3 work

n

n

min

min

n n
n

A2 workAlgorithm A3
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1. Partition input array C (size n) into disjoint blocks of size n1/2 each 
2. Solve for each block in parallel using algorithm Ak 
3. Re-apply Ak to the results of step 2: minimum of n1/2 minima 

16	elements	
																		256p

Algorithm	Ak+1

Doubly-log depth tree: =	O(1)	at	leafn
1
2i

n2				->				n1+1/2				->				n1+1/4				->				n1+1/8				->				n1+1/2k				..				~n1+ℇ
A1													A2																A3				..

Algorithm A∞ takes ?? with  processorsn1+ϵ

n loglog n work, loglog n time

16p

4p

16	nodes	
64	elements

64	nodes	
128	elements
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Min-Find Review• Constant-time algorithm

➡ O(n2) work

• O(log n) Balanced tree approach

➡ O(n) work       (Work-Optimal)

• O(loglog n) Doubly-log depth tree approach

➡ O(n loglog n) work 

➡ Degree is high at the root, reduces going down 

‣#Children of node u = √(#nodes in tree rooted at u) 

‣Depth = O(log log n)
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Accelerated Cascading
• Solve	recursively	

• Start	boZom-up	with	the	opVmal	algorithm	

– unVl	the	problem	sizes	is	smaller	

• Switch	to	fast	(non-opVmal	algorithm)	

– A	few	small	problems	solved	fast	but	non-work-opVmally	

• Min	Find:	

– OpVmal	algorithm	for	lower	loglog	n	levels	

– Then	switch	to	O(n	loglog	n)-work	algorithm O(n) work, O(loglog n) time

256p

16p

4p

n/lgn
llgn
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Quick Sort

• Choose the pivot

➡ Select median? 

• Subdivide into two groups

➡ Group sizes linearly related with high 
probability (expect log(n) rounds) 

• Sort each independently in parallel

QuickSort(int A[], int first, int last)

{


Select random m in [first:last]

// A[m] is pivot

forall i in [first:last]


flag[i] = A[i] < A[m];

Split(A);  // Separate flag values 0 and 1

	            // Prefix sum, A[P[m]] = A[m]

Quicksort A[first:k-1] and A[k+1:last]


}
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Quick Sort

• Choose the pivot

➡ Select median? 

• Subdivide into two groups

➡ Group sizes linearly related with high 
probability (expect log(n) rounds) 

• Sort each independently in parallel

QuickSort(int A[], int first, int last)

{


Select random m in [first:last]

// A[m] is pivot

forall i in [first:last]


flag[i] = A[i] < A[m];

Split(A);  // Separate flag values 0 and 1

	            // Prefix sum, A[P[m]] = A[m]

Quicksort A[first:k-1] and A[k+1:last]


}

• Time per round = O(log n)

• Work per round = O(n) T(n)	~	T(n/2)	+	O(log	n)	

W(n)	~	2W(n/2)	+	O(n)

flag 1     0    1     0     0    1     1
1     1    2     2     2    3     4

+ psum[n-1] + 1
5 6 7

(i - psum[i])
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Merge Sort

• Partition data into two halves

➡ Assign half the processors to each half 

• Sort each half in parallel

• Merge results in parallel

➡ T(n) = T(n/2) + O(log log n) 

➡ W(n) = 2 W(n/2) + O(n) T(n) = O(log n loglog n)
W(n) = n log n
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Sort each partition 
and Merge

p processors 
at each level

   Merge pairs with 
2n/p-elements each

Sort	first	n/p	
elements

Sort	second	
n/p	elements

P0 P1

P0,P1 P2,P3

P0,P1,	P2,P3

Pp-1P0 P1

How efficiently can you merge?

   Merge pairs with 
n/p-elements each

   Merge pairs with 
n/p-elements each

Divided into groups, 
one merger per group

(p processors)
W(n)/p + T(n)  =

O(( n lg n)/p + O(lg n lglg n)
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Merge Sort

Sort	first		
				n/p	

second	
				n/p	

P0 P1

P0,P1 P2,P3

P0,P1,	P2,P3

Pp-1P0 P1

• Divide into p groups

➡ Locally sort each group 

➡ n/p log (n/p) = O((n log n)/p) 

• Parallel merge p groups

➡ Binary tree: log(p) stages 

‣ @level 1: 2 processors merge two n/p size lists, each in O(n/p) time 

‣ @level  i: 2i+1 processors merge two 2i n/p size lists, each in O(n/p + llg n/p) time 

‣ @root: p processors merge two n/2 size lists in O(n/p + llg n) time 

➡ O(n/p lg p + lg p llg n) total time for mergers

O(( n lg n)/p + O(lg n lglg n)
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• Partition into p groups

➡ Sort each group independently in O(n/p log n) time

Hyper Quick Sort

Sort	n/p	
elements

Sort	n/p	
elements
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• Partition into p groups

➡ Sort each group independently in O(n/p log n) time

• Pivot = median of any one group

• Partition each group into “<pivot” and “>pivot” sets

➡ Binary search for pivot in (log n)

Hyper Quick Sort

Sort	n/p	
elements

Sort	n/p	
elements
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• Partition into p groups

➡ Sort each group independently in O(n/p log n) time

• Pivot = median of any one group

• Partition each group into “<pivot” and “>pivot” sets

➡ Binary search for pivot in (log n)

• Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs

➡ Each sequentially:  O(n/p)

Hyper Quick Sort

Sort	n/p	
elements

Sort	n/p	
elements
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• Partition into p groups

➡ Sort each group independently in O(n/p log n) time

• Pivot = median of any one group

• Partition each group into “<pivot” and “>pivot” sets

➡ Binary search for pivot in (log n)

• Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs

➡ Each sequentially:  O(n/p)

• Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists

➡ Recurse on Low with p/2 processors and High with p/2 processors

Hyper Quick Sort

Sort	n/p	
elements

Sort	n/p	
elements

O(n/p log n) time 
with high probability



Subodh Kumar

Parallel Bucket Sort 
• Divide the range [a,b] of numbers into p sub-ranges

• Partition input into p equal-sized blocks

• Processor pj sorts the elements in block j into p bins

➡ bin k for sub-range k 

➡ “Send” ith bucket to pi 

• pi collects bucket i from all processors

➡ For uniformly distributed input, expected bucket size is uniform 

• Processor pi locally sorts bucket i



Subodh Kumar

Parallel Bucket Sort 
• Divide the range [a,b] of numbers into p sub-ranges

• Partition input into p equal-sized blocks

• Processor pj sorts the elements in block j into p bins

➡ bin k for sub-range k 

➡ “Send” ith bucket to pi 

• pi collects bucket i from all processors

➡ For uniformly distributed input, expected bucket size is uniform 

• Processor pi locally sorts bucket i

O(n/p	log	n/p	+	p	log	p)?

Real risk of load imbalance
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Parallel Bucket Sort 
• Divide the range [a,b] of numbers into p sub-ranges

• Partition input into p equal-sized blocks

• Processor pj sorts the elements in block j into p bins

➡ bin k for sub-range k 

➡ “Send” ith bucket to pi 

• pi collects bucket i from all processors

➡ For uniformly distributed input, expected bucket size is uniform 

• Processor pi locally sorts bucket i

O(n/p	log	n/p	+	p	log	p)?

Choose evenly separated splitters from data for bucketing
    Choose a sample of sufficient size s 
    Sort the samples
    Choose B-1 evenly spaced samples

Real risk of load imbalance
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Parallel Splitter 
Selection• Partition n elements equally into B blocks

• (Quick)Sort each block

• From each sorted block:

➡ Choose B-1 evenly spaced samples 

• Sort B*(B-1) samples

➡ Choose B-1 evenly spaced splitters 

• Arrange elements by bucket in output array

➡ No bucket contains more than 2*n/B elements

(n/B	log	n/B)

(B2	log	B)

(n/B		+	B	log	B)
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Arrange Elements
• For each input element

➡ Find its bucket: Binary search Splitters 

• Count the number of elements in each bucket

➡ Find destination using B-1 prefix sums 

➡ Destination[i] = exclusive psum[i] 

• Reserve space per bucket

• For each input element

➡ Write in element i output bucket at Destination[i]

(n/B		+	B	log	B)
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Matrix Multiplication

• Assume 𝑛3 processors

• forall 𝑖,𝑗,k: c𝑖𝑗k = Aik* Bkj

• forall i,j:, Reduce c𝑖𝑗k
➡ O(log n) time 

➡ O(n3) work
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Matrix Multiplication
A

B

Cij Aij Aij+1Aij-1 All-Gather in row 2

p*p blocks

p*p blocks

n*n items

n*n items

All-Gather in row 1

C = A*B
Each row in parallel

  p2 processors 
pij computes Cij
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Matrix Multiplication
A

B

Cij Aij Aij+1Aij-1 All-Gather in row 2

forall j in [0:p) 
     All-Gather in column j: pij to pij

p*p blocks

p*p blocks

n*n items

n*n items forall i in [0:p) 
     All-Gather in row i: pij to pij

All-Gather in row 1

C = A*B
Each row in parallel

  p2 processors 
pij computes Cij
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Matrix Multiplication
A

B

Cij Aij Aij+1Aij-1 All-Gather in row 2

forall j in [0:p) 
     All-Gather in column j: pij to pij

Communication: 
     2p*[s+t(n/p)2] 
Computation: 
     p*(n/p)3 = n3/p2

p*p blocks

p*p blocks

n*n items

n*n items forall i in [0:p) 
     All-Gather in row i: pij to pij

All-Gather in row 1

Memory: (2p+1) (n/p)2 /block of C, p2 blocks

C = A*B
Each row in parallel

  p2 processors 
pij computes Cij
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Matrix Multiplication 
(Efficient Streaming)

C = A*B

pij pij pij+1pij-1

p*p blocks

p*p blocks

n*n items

n*n items
Cij = ∑k 𝐴i[(i+j+k)%p] * 𝐵[(i+j+k)%p] j

for 𝑖, 𝑗 ϵ [0:p): 
    Send 𝐴𝑖𝑗 to p𝑖[(𝑗−𝑖+p)%p],  
          and 𝐵𝑖𝑗 to p[(𝑖−𝑗+p)%p]𝑗 
forall p𝑖𝑗: 𝐶𝑖𝑗 = 𝐴𝑖𝑗 * 𝐵𝑖𝑗 
for step in [1:p): 
    Circular-shift 𝐴𝑖𝑗 one block left 
         and 𝐵𝑖𝑗 one block up 
     forall p𝑖𝑗: 𝐶𝑖𝑗 += 𝐴𝑖𝑗 * 𝐵𝑖𝑗

Cannon’s Algorithm

2*[s+t(n/p)2]

p*[s+t(n/p)2]

Memory: 3 (n/p)2 /block of C, p2 blocks

A

B


