COL730: An Introduction to Parallel Computation
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Why Program in Parallel?

* | et the compiler extract parallelism
> Static + Dynamic
> Has to be conservative; Limited success

> Many efficient serial data structures and algorithms are parallel-inefficient
 Programmer must conceptualize and code parallelism

* Understand parallel algorithms and data structures



Programming In the ‘Parallel’

 Understand target model (Semantics)
> Implications/Restrictions of constructs/features
e Design for the target model
> Choice of granularity, synchronization primitive
> Usually more of a performance issue
* Think concurrent
> For each thread, other threads are ‘adversaries’
> At least with regard to timing
> Process launch, Communication, Synchronization
> Clearly define pre and post conditions
 Employ high-level constructs when possible

> Debugging is extra-hard without it



Automatic vs Manual Parallelization

 Manually implementing parallel code is hard, slow, bug-prone

* Automatic parallelizing compilers can analyze the source code to identify
parallelism

> They use a cost-benefit framework to decide where parallelism would improve
performance

> Typically limited to a subset of code (e.g, loops)
> Loops are common target for automatic parallelization

> Slow performance is not uncommon

 Programmer directives may be used to guide the compiler

> Hard to devise a small set of primitives to encode all programmer intent



Execution Steps

edit 1

le.c:

INC|
VOIO

ude ...
func(int a) {

sleep(a);

}
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nc(atoi(argv|O
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nar *argv|]) {

1);

le.c -0 exec

time ./exec

echo

$7

mov! %eax, -4(%rbp)

. Map Virtual addr = Physical
K\/z. —etch: L1, L2 .., Memory

Get

(Multi-level) TLB-cache (CAM) / /

Physical Addr, Check protection

\ /

It TLB miss: j
Walk Page Table, Add to TLB
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f not resident in Memory:

Page Fault = Interrupt = Switch to Kernel
Get rescheduled after Page table locked in




It’s the Memory Stupid!
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| much
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 Memory sizes are often sufficient
> Particularly, when distributed among many nodes

> QOut-of-core computation needed sometimes (we won’t focus)

* Caches are small
> Not very helpful if traversing large swaths of memory
> But, mind the line
> And, prefetching is prevalent

> Beware of sharing across caches, particularly false-sharing



Multiple Caches

 Coherent caches
> Writes In on cache are updated in all cache copies
» Caches operate on line granularity

> To write one item, may need to update the other items first

Proc O Proc 1
K False Sharing

~



Cache Example
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}

or(int i=0; i<n; I++) {
ali] = b[i] + c[i];

for(int 1=0; i<n; I++) {

dli] = efi] + f[i];

for(int 1=0; i<n; I++) {
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Cache Example

for(int i1=0; i<n; 1++) { for(int i1=0; i<n; 1++) {
ali] = bli] + clil; ali] = bli] + cli];
| dli] = efi] + f[i];
for(int i=0; i<n; i++) { }
dli] = efi] + f[i];
|
for(int 1=0; I<N; 1++) { for(int 1=0; I<N*STEP; 1+=STEP) {
dli] = x; dli] = X;

j j



Matrix Multiplication

C 3

for (int1=0; 1< N; i++)
for (intj=0;] < N; J++)
for (intk = 0; k < N; K++)
clijlJ] +=ali][k]"bk][];




Matrix Multiplication

K
R — .
K
C a D
for (inti1=0;1 < N; I++) for (int1=0;1 < N; I++)
for (intj=0; )< N; j++) for (int k = 0; K < N; k++)
for (intk = 0; k < N; k++) for (intj=0; ] < N;j++)

clillj] += alillkI"blk]l]]; clillj] +=ali][K]"olk]{j]



Matrix Multiplication

C

for (int1=0; 1 <N; I++)

for
for (intk =0; k < N; k

(iINt]=0; ] <N; |++)

)

clill)] += alilkI"blk]lj];

a D

for (int1=0; 1< N; 1++)
for (intk = 0; k < N; kK++)
for (intj=0; ] < N; j++)

clillj] +=ali][K]"olk]{j]

K+ 1



Parallelize Version 0

 Compiler flag

> gcc -02 -ftree-vectorize -mavx512f -fopt-info-vec-optimized
> Or, gcc -03
 Embarrassingly Parallel

> Subdivide work in p equal parts, given p processors

> forall i in [0,p)

> Do Workpart(i)



Parallelize Version 0

 Compiler flag

> gcc -02 -ftree-vectorize -mavx512f -fopt-info-vec-optimized
> Or, gcc -03
 Embarrassingly Parallel

> Subdivide work in p equal parts, given p processors [QElGCE

> forall i in [0,p)

#!/bin/bash

» Do Workpart(i) ];jOCZ ((i=0; i< $count; i++));

grep $pattern filedi &
done

Can files be read in parallel?



Hello OpenMP

#Include <omp.h>
#pragma omp parallel num_threads

tid = omp_get_thread_num




OpenMP Tasks

#include <omp.h>
#pragma omp parallel Task-based programming model

tid = omp_get_thread_num
TihiTe =
for(int task=0; task < num_tasks:; task++




OpenMP Tasks
#include <omp.h>
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| _ Synchronization
- “Do Operation X attime T
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= Always increasing

= Shared view or individual view? '
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