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Register File (16,384 x 32-b|t)
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GPU

16K Reg > 10K cores sharing memory [NUMA] 3

i = thes 68 -
- 8 |[1]] === ® = Number of threads == Number of Cores? |: =
A AN Bl G55 E=as B HHHHAHIEr LRI i rie e %
| 1 || e B sor llli = l.ll HEE . |
P olE ™ =“§E§'='=- = SIMD (Single PC, Registers/thread)
A D EEE it
s :‘T”EISE\;E?)ES*‘E — for all i < n: for all i < n:

Ali] += BJ[i]; pred = (f(i))
(data parallel) ored && h(i)
(

3i
.

Register File (16,384 x 32-bit)

e o R

H
Memory Controller

I © [EEETEEE] () I(
3 =7 MOEE BEE = Jj EEEE EE
- 5 | B i I
- = | epea . I (] =lll
= | [REEM M I
% — E Elll
FPe4 RE  CORE . - co RE
_______________ o il EuE
.................. r FP“ .
Blig| = I
E Exf
GP FP64
S EHETES
LD/ LD/ LD/ LD/ LD/ LD/ LD LDl | gy
ST | ST 8T ST ST 8T ST ST RSk

% |

| Tex ] Tex Tex |




o 2 | W 23

!

Memory Controller

Controller

!

GPU

I 50U~

y g

= |l
& 0
Oy 2
, =

"

0

Col)

>10K cores Sharmg memory [NUI\/IA]
Number of

Number of threads

LRI RIRIEE]
l.llll! {0 5 [ [ 0 T
N I O i = ) [ D I
IIIIIIIIIIIIII x
EEEENE IIIIIII

B

D/ LD/ LDI B MED R

ST ST

7 & BIMB) s

Cores’?‘ %n

SIMD (Single PC Registers/thread)

forall 1 < n: forall 1 < n:

F
%o
ein I

H
Memory Controller

f

Memory Controller

el e b et ot v = |1

FP64

FP64 |
FP64 |
FP64. |
FP64
FP64

LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/
STS BSTal EST FSTH ESTay ST IRSTH RSTal | .

FP64.

Register File (16,384 x 32-bit)
III=
HRN
iEEE
==
III=
(I I
[ &

L

i

All] += Bli];
(data parallel)

ored =
pred && Nl
lpred && gl

(t(1)

Inefficient:
Need more genera\ abstraction

}

T

K7 b7 Vil Kb By el iba bibi I SFU
o1 | & lev| s [8v Lt sy LS e

Al

i




GPU

o 2 | W 23

!

Me ‘Controll

l

ﬂcom!ollor

I 50U~

B

DI REEVE EEVE R  MEDES B
ST ST

r
qo

H
Memory Controller

f

Memory Controller

---------
.................

el e b et ot v = |1

2]
-

FPG4
FP64
FPes
FP64.
FP64. |
FP64

FP64

Register File (16,384 x 32-bit)

>10K cores Sharmg memory [NUMA]
Number of threads == Number of Cores? %n
,_.,,;4 il | e Iii DI\ Iiilii ii’ii iilii‘ |
~SIMD (Single PC, Registers/thread)
""; for all I < n: for all 1 < n:
Ali] += BJi]; ored = (f(i))
(data parallel) ored && h(i)
lpred && gfi)
« i nefficient: i g
: = Need more general abstraction |
B - °

‘r'

woe o e § OIM T Slng\e Instructlon I\/Iu\tlp\e Tkreads
. == Threads have context mc\udlng PC

LDI LD/ LD/ LD/
S ST ESTal ST

LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ or
ST | 8T 8T ST ST 8T ST ST [Easis

E‘

combined into ‘group,’ scheduled on SIMD

] |

Mﬂb_




CPU GPU

sem——  GPU Memory
100s cores/SM

L1 Cache

1
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A

L1 Cache
L1: 32 KB/

L2: 512 K

L1 Cache L1 Cache

~ 128KB L1/SM

Many threads, incl. many memory operations
= SIMT allows program-visible parallel memory operations

= Memory latency can be high (use more local mem, hide latency)
(Less cache per core)
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Offload Programming
Model

=

W gy

pragma omp target teams num_teams(nblocks) distribute
pragma omp parallel for simd

for(int 1=0; I<N; I++)

vecZ2[i] += vec1]i]; OpenMP

1
| B
L

accelerate(sum, size, vec, vec2); (RPC
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Matrix
Multiplication

// Matrix multiplication kernel - per thread code
~_global void
MatrixMulKernel (float* Md, float* Nd, float* Pd, int Width)

{

// Pvalue stores the matrix element computed by the thread
float Pvalue = 0;

for (int k = 0; k < Width; ++k) {
float Melement Md|[threadIdx.y*Width+k];
float Nelement Nd[k*Width+threadldx.x];
Pvalue += Melement * Nelement;

}

Pd[threadIdx.y*Width+threadIdx.x] = Pvalue;



CUDA Programming
Co-processor (with many cores) Model

L1~Sharedil L1~Shared m\
» Message passing and shared memory models

GPU Threads are organized hierarchically

= CPU code offloads multi-threaded tasks

‘o \
L
o|qBSSaIPPY

. CPU Memory Hierarchy
= Grids, Blocks, Warps

= Core programming style is data-parallel (including Read/Write)

Multiple addressable memory

= \Weak consistency, User controlled cache



Device & Threads

Each GPU is also called a device

= GPU memory is device memory

= CPU is the host

- Device executes GPU code (kernel)




SIMT Threads

CPU thread ‘launches’ a kernel executed by a grid of threads
= Non-blocking: grid executes asynchronously with CPU thread

= Multiple streams can be created

= All blocks of the grid may execute in parallel; streams can be concurrent

> Once a b\ock beglns Context remains hve untl\ |ts comp\enon

warps
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Thread Blocks

All threads share global memory

Threads within a block also share shared memory

= Additional Intra-warp register-based computation

Barrier and fine-grained synchronization within warps and blocks

= Memory Fences and CAS available across blocks

0/1/2/3/4/5/6[7 EIIIIIEI === [0/1]2/3/4/56 7|thread ID




Thread Blocks

All threads share global memory

Threads within a block also share shared memory

= Additional Intra-warp register-based computation

Group must be resident
Barrier and fine-grained synchronization within warps and blocks
Can also group thread:

= Memory Fences and CAS available across blocks see Cooperative Groups

0/1/2/3/4/5/6[7 EIIIIIEI == [0/1]2/3/4/5/6|7|thread ID

A

Block ID
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CUDA + C

- Integrated host+device app Cuda program
= Serial or modestly parallel parts in host C code

= Highly parallel parts in device Cuda code

host: Serial Code()
prefetch data transfer

A o * A o * A o * A o * A o * A o * A o * A o * A o * A o * A o * B B N | . [ * # | - o . | [ " * . * B " AN # g * AN * ./ o *
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= global, device, managed, shared, local, constant

- Built-in variables

= threadldx, blockldx, blockDim




= global, device, managed, shared, local, constant —device__float filter[N];
__global__ void convolve (float *image){

- Built-in variables ~ shared float region[M];
= threadldx, blockldx, blockDim T N—
__syncthreads();

- Intrinsics

imagel[j] = result;

———
-———
W i o R e 0 e A e O L i o e e o
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Declspecs Extended C

= global, device, managed, shared, local, constant —device__float filter[NJ;

~_global void convolve (float *image){

Bullt-in variables ~ shared float region[M];

- threadldx. blockldx. blockDim T T T—

__syncthreads();
Intrinsics Built-in Types:
char2, int4, image[j] = result;
__half2, dim3 }

= _ syncthreads

. // Allocate GPU memory
Runtime AP void *myimage = cudaMalloc(bytes)

// 100 blocks, 10 threads per block

- .
Memory, symbol, execution management convolve<<<100, 10>>> (myimage);

Kernel launch

r‘ N v
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CUDA Tool-chain

- Source files (.cu) have a mix of host and device code

nvcc separates device code from host code

= compiles device code into PTX/cubin
= host code is output as C source (and C compiler invoked)

= PTX/cubin incorporated in host code as a global initialized data array

= ncludes cudart (CUDA C runtime) function calls to load and launch kernels

Possible to load and execute PTX/cubin using the CUDA driver AP



CUDA Tool-chain

Source files (.cu) have a mix of hast and device code

Host

nvcc separates device code fro :

Application

CUDA Libraries

= compiles device code into PTX/cuk
¥

= host code Is output as C source (a |
CUDA Runtime

= PTX/cubin incorporated in host coc ¥

CUDA Driver

'

= ncludes cudart (CUDA C runtime)

Possible to load and execute P TS

Siuloooln Kuineir



Cuda Dev Tools
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