


. Partition A and B into vn blocks each
JA\

Vn

- Select from A, elements ivn, i € [0: Vn)

- Rank each selected element of A in B B

= ./n Parallel searches, use /n processors for each sea
- Similarly rank vn selected elements from B in A

- Recursively merge pairs of sub-sequences

= Total time: T(n) = O(1)+T(y/n) = O(log log n)

= Total work: W(n) = O(n)+ vn W(y/n) = O(n log log n)

rch
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Fast I\Aerge (A,B)
- Partition A and B into vh blocks each y =
Al [

- Select from A, elements ivn, i € [0: Vn) \

- Rank each selected element of A in B B

= ./n Parallel searches, use /n processors for each search
- Similarly rank vn selected elements from B in A

- - M ¢
- Recursively merge pairs of sub-sequences Vn-ary” tree

AN

= Total time: T(n) = O(1)+T(y/n) = O(log log n) ..‘/l&:

= Total work: W(n) = O(n)+ vn W(y/n) = O(n log log n)




Min-find
Input: array A with n elements

CRCW

Algorithm A1 using O(n2) processors:
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Min-find
Input: array A with n elements

CRCW

Algorithm A1 using O(n2) processors:

forall i in [O:n
M[i] = 1

ML T 1] 1T [T
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Min-fina
Input: array A with n elements

CRCW

Algorithm A1 using O(n2) processors:

forall 1 in [0:n)

. y \

forall 1,] in[0:n)
if 1] && Alil] <AJj] A

| OO @
M[j] =0




Min-fina
Input: array A with n elements

CRCW

Algorithm A1 using O(n2) processors:

LRt

o MLTT 11110111
[I] = 1 / \
forall i,j in [0:n) A
if i && Ali] <A[j] 0/ ® ®
M] =0 |
forall i in (0:n]
if M[i]==
min = A[i]

forall 1 in [0:n)




Min-fina
Input: array A with n elements

CRCW

Algorithm A1 using O(n2) processors:

LRt

p— M 11 [0l T[T ] 1
1] =1 / \
e s AL A
if iz && A[i] < Alj] ‘/ VAR .
MIj] = |
forall i in (0:N]
it M[i]==1
min = AJi]

forall 1 in [0:n)

O(1) time, O(n2) work: Not optimal



Optimal Min-find

- Balanced Binary tree

= O(log n) time

= O(n) work => Optimal

- Make the tree branch quicker




From n2 processors to nyn

| I Y - | | O O Yo ———
.O000000000
n
min [
Algorithm A2 A2 work
Step 1: Partition into disjoint blocks of size \/ﬁ
Step 2: Apply A1 to each block n\/g
Step 3: Apply A1 to the results from the step 2 n

Siuloeel IKunelr



From ny/n processors to n1+1/4

l

A2

U R R R
-« () ) & 63

Algorithm A3 A3 WOrk A2 WOrk

Step 1: Partition into disjoint blocks of size
Step 2: Apply A2 to each block n\/;
Step 3: Apply A2 to the results from the step 2 n n

N [SVII o] o
IN[O®

Suuloeeln IKwinnelr



Algorithm Ax+1

1. Partition input array C (size n) into disjoint blocks of size n'/2 each
2. Solve for each block in parallel using algorithm Ay

3. Re-apply A, to the results of step 2: minimum of n'/2 minima

Aq Ao Az ..

n2 > pl+l/2 s plal/sa s pl+l/8 s plel/2k

~n1+8

'.-f .-f’--f'.-f'.-f
BUSSRSY RRRSTEAMONSLEES




Algorithm Ag+1

1. Partition input array C (size n) into disjoint blocks of size n'/2 each

2. Solve for each block in parallel using algorithm Ay

3. Re-apply A, to the results of step 2: minimum of n!/2 minima

16 elements (n!1/2)

(11/2)

I 2560 ()

16
64(2’!2’31%& e 16p(:12)
13/4
( : )64 nodes |
128 elements 4p
(r7/8)

Ao As

n2 > pl+l/2 s plii/a s plil/8 s pl+r/2k ~plie

Algorithm A, takes ?? with 7€ processors

Doubly-log depth tree: 7= 0(1) at leaf

n loglog n work, loglog n time



Min-FIind Review

-+ O(log n) Balanced tree approach

= O(n) work Work-Optimal

- Constant-time algorithm

= O(n2) work

B TP AT T R T T P R T A e . N AT A SRl A ARl
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. Accelerated Cascading
Solve recursively

Start bottom-up with the optimal algorithm

JURHMARENA 256

— until the problem sizes is smaller work:
[n/Ign]lig[n/Ign]

Switch to fast (non-optimal algorithm) |

- A few small problems solved fast but non-work-optimally "

AVAVA

/\
Sese. o "

- Then switch to O(n loglog n)-work algorithm o(n) work, O(loglog n) time

Min Find:

- Optimal algorithm for lower loglog n levels



Choose the pivot

» Select median?

Subdivide into two groups
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Quick Sort

QuickSort(int A[], int first, int last)
{

Select random m in [first:last]

// AJm] is pivot

forall i in [first:last]

flag[i] = A[i] < Alm];
Split(A); // Separate flag values 0 and 1
// Preflx sum, A[P[m]] = A[m]

| |




Quick Sort

QuickSort(int A[], int first, int last)
{
Choose the pivot Select random m in [first:last]

// AJm] is pivot

= Select median? forall i in [first:last]

flag[i] = A[i] < Alm];

Subdivide into two groups Split(A); // Separate flag values 0 and 1
// Preflx sum, A[P[m]] = A[m]
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Quick Sort

QuickSort(int A[], int first, int last)
{
Choose the pivot Select random m in [first:last]

// AJm] is pivot

= Select median? forall i in [first:last]

flag[i] = A[i] < Alm];

Subdivide into two groups Split(A); // Separate flag values 0 and 1
// Preflx sum, A[P[m]] = A[m]
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Quick Sort

QuickSort(int A[], int first, int last)
| {
- Choose the pivot Select random m in [first:last]
// AJm] is pivot
= Select median? forall i in [first:last]
flag[i] = A[i] < Alm];
- Subdivide into two groups Split(A); // Separate flag values 0 and 1
// Prefix sum, A[P[m]] = A[m]

- = Group sizes linearly related with high ~ Quicksort Affirst:k-1] and Alk+1:last]

..................................................................................................................................................



Quick Sort
QuickSort(int A[], int first, int last)

| {
- Choose the pivot Select random m in [first:last]
// Alm] is pivot
= Select median? forall i in [first:last]
flag[i] = A[i] < A[m];
- Subdivide into two groups Split(A); // Separate flag values 0 and 1
// Prefix sum, A[P[m]] = A|m]
= Group sizes linearly related with high Quicksort Alfirst:k-1] and Alk+1:last]

probability (expect log(n) rounds) }
- Sort each independently in parallel ~ P%™ @ 1 @ - @ @

flagl 11 O/ 110] 01111
5 6 7

e Work per round = O(n)  T(n)~T(n/2) +O(logn). (i - psumlil) + psum[n-1]
W(n) ~ 2W(n/2) + O(n)

* Time per round = O(log n)

Siuloeein IKwunne



Merge Sort

- Partition data into two halves

= Assign half the processors to each half

+ Sort each half in parallel

AT A LAl DAl DA A

G N G S
L R ST P MNP S




Sort each partition
and Merge

p processors (o processors)

at each level eeoe
Divided into groups, Me ' palr Withh W(n)/p + T(n) =
one merger per group p-eiements eac O(( n Ig n)/p + O(lg n Igig n)
Merge/paixs with Merge pairs with eoe

n/p-elements each

1111111111111111111111111111111111111111111111111111111111111111111111111111111



O((nlg n)/p + O(lg n Igig n Merge Sort

Divide Into p groups

= |ocally sort each group

= n/p log (n/p) = O((n log n)/p)

Parallel merge p groups
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- Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time
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- Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time
- Pivot = median of any one group (broadcast)

- Partition each group into “<pivot” and “>pivot” sets
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Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

Pivot = median of any one group

Partition each group into “<pivot” and “>pi

B > e r Ay o TR T T T T e T P P D S TR T LA T AR T ) Z) 0 2 a3 2 g o ad 3 D 0 Bt 0 3 g 2 L i P LN S B B B A g B Al g B S P S A Sa B A S Py 3 B A a2
L
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= Binary search for pivot in (log n)




Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

- Pivot = median of any one gro

- Partition each group into “<pivot” an

Ivot” sets —

i —

= Binary search for pivot in (log n) ./nl?cs Irc]e/n/is

~~
-+ Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs (pair-wise exchange)

= Each sequentially: O(n/p)

- Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists

= Recurse on Low with p/2 processors and High with p/2 processors
Siulooeln Kl



Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

- Pivot = median of any one gro

- Partition each group into “<pivot” an

Ivot” sets —

i —

= Binary search for pivot in (log n) ./nl?cs Ircl./npts

~ T~

= Each sequentially: O(n/p)

- Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists | |

= Recurse on Low with p/2 processors and High with p/2 processors

Siuloeeln Kunner



- Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

- Pivot = median of any one gro

- Partition each group into “<pivot” an vot” sets

= Binary search for pivot in (log n) ./nl?cs Ircl./npts

~ T~

= EFach sequentially: O(n/p) A

- Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists

= Recurse on Low with p/2 processors and High with p/2 processors

Siulooeln [Kwuinneir



- Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

- Pivot = median of any one gro

- Partition each group into “<pivot” an vot” sets

= Binary search for pivot in (log n) ./nl?cs Ircl./npts

~~
-+ Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs (pair-wise exchange)

= Each sequentially: O(n/p) J‘_—@‘)
<@
3 LOW — p/2 u<inOt” I|StS, H|gh — p/2 “>in0t” IiStS ‘ —_CD‘—

= Recurse on Low with p/2 processors and High with p/2 processors
Siuloeoln IKwunneElr



Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

Pivot = median of any one gro

Partition each group into “<pivot” an

L _—

= Binary search for pivot in (log n) ./nl?cs Ircl./npts

~~
-+ Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs (pair-wise exchange)

= Each sequentially: O(n/p) L i
e . @'O
.+ Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists | _OF

= Recurse on Low with p/2 processors and High with p/2 processors
Siuloeoln IKwunneElr



Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

Pivot = median of any one gro

Partition each group into “<pivot” and “pivot” sets —

L —_—

= Binary search for pivot in (log n) ./nl?cs Ircl./npts

~ T~

= Each sequentially: O(n/p)

Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists

= Recurse on Low with p/2 processors and High with p/2 processors

Siulooeln [Kwuinneir



Partition into p groups Hyper Quick Sort

= Sort each group independently in O(n/p log n) time

Pivot = median of any one gro

Partition each group into “<pivot” an ivot” sets —

= Binary search for pivot in (log n) ./nl?cs lr;/npts - I

~ T~ — SN
Merge p/2 “<pivot” pairs, and p/2 “>pivot” pairs (pair-wise exchange)

s
est®
PR
.
.
.

L4
L4

S O(n/p log n)
@ expected
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o*®
.
.
o*
*
0
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= Each sequentially: O(n/p) ’ _@|>

Low = p/2 “<pivot” lists; High = p/2 “>pivot” lists

'
Pl
o
.

.
o

= Recurse on Low with p/2 processors and High with p/2 processors



Parallel Bucket Sort
Divide the range [a,b] of numbers into p sub-ranges

Partition input into p equal-sized blocks

Processor p; sorts the elements in block j into p bins
= pin k for sub-range k

= “Send” i bucket to p;

- p;collects bucket i from all processors

= For uniformly distributed input, expected bucket size is uniform

Processor p;locally sorts bucket i



Parallel Bucket Sort
Divide the range [a,b] of numbers into p sub-ranges

Partition input into p equal-sized blocks O(n/p log n/p + p log p)?

Processor p; sorts the elements in block j into p bins
= pin k for sub-range k

= “Send” i* bucket to p;

- p;collects bucket i from all processors

= For uniformly distributed input, expected bucket size is uniform

Processor p;locally sorts bucket i Real risk of load imbalance



Parallel Bucket Sort
Divide the range [a,b] of numbers into p sub-ranges

Partition input into p equal-sized blocks O(n/p log n/p + p log p)?

Processor p; sorts the elements in block j into p bins

Choose evenly separated splitters from data for bucketing
Choose a sample of sufficient size s

Sort the samples
Choose B-1 evenly spaced samples

= pin k for sub-range k

= “Send” i* bucket to p;

pi collects bucket i from all processors

= For uniformly distributed input, expected bucket size is uniform

Processor p;locally sorts bucket i Real risk of load imbalance



Parallel Splitter
Partition n elements equally into B blocks Selection

- (Quick)Sort each block

From each sorted block:

= Choose B-1 evenly spaced samples

- Sort B*(B-1) samples

= Choose B-1 evenly spaced splitters

- Arrange elements by bucket in output array

= No bucket contains more than 2*n/B elements



Parallel Splitter
- Partition n elements equally into B blocks Selection

- (Quick)Sort each block (n/B log n/B)

- From each sorted block:

= Choose B-1 evenly spaced samples

- Sort B*(B-1) samples (B2 log B)

= Choose B-1 evenly spaced splitters

- Arrange elements by bucket in output array  (n/B + B log B)

= No bucket contains more than 2*n/B elements



_ Arrange Elements
+ For each input element

= Find its bucket: Binary search Splitters (n/B + B log B)

- Count the number of elements in each bucket

= Find destination using B-1 prefix sums




Find Roots in a Forest

+ p(i): parent of node |

Index

~— + Do In parallel




Find Roots in a Forest

parent of node |

+ Do In parallel




Find Roots in a Forest

parent of node |

+ Do In parallel




Pointer Jumping

- Progressively push computation to all elements at a given distance
= Doubling the distance at each step

= After k steps the computation has been performed for elements within a
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Parallel Data
Linked List, Skip lists, Trees, Heap Structures

Parallelize single operation
Parallelize k operations

- Concurrent operations

= [ ock at low granularity

= | ock-free operations

= |Lazy deletions

- Modify algorithm to avoid serializing data structures



Binomial Tree
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Binomial Tree

- Bp: single node (Root

- By: Root with k binomial subtrees, By ... B, 1

‘ﬂ--.
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Parallel Priority Queue
-+ A binomial tree of rank r contains exactly 2" nodes

- A node of rank rcontains one sonof eachrank ;0 <=1<r

-+ Heap ordered: node-key = parent-key

- A forest of binomial trees

-+ Exactly 1, 2, or 3 trees of each rank up to 1+log n

- The minimum root of rank /is smaller than the roots of higher rank

= Minimum root of rank O IS the minimum element



Forest Operation:
PARLINK

- for each |

= |f there >3 roots

» Link two non-minimum trees to make a tree of rank i+1




Forest Operation:
PARLINK

- for each |

= |f there are >3 roots

» Link two non-minimum trees to make a tree of rank i+1

|
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Forest Operation:
PARUNLINK

- for each |

= Unlink the minimum root for each rank / (from its rank I-1 child

p creating two trees of rank r-
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Forest Operation

PARUNLINK

- for each |

m
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» creating two trees of rank /-1




Priority Queue
- INSERT

= Create a new tree of rank O with the element

= PARLINK




