


Parallel Algorithms

-+ Maximize concurrency

= Reduce dependency

OK to sometime recompute data
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Parallel Addition
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Reduction

+ n operands = log n steps

- Total work = O(n
(n) Balanced Binary Tree

technique

- How do you map processor to work




Reduction

+ n operands = log n steps

- Total work = O(n)

- How do you map processor to work

= N/2! Processors per step
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Reduction

+ n operands = log n steps

- Total work = O(n)

- How do you map processor to work

= N/2! Processors per step




Reduction

+ n operands = log n steps

- Total work = O(n)

- How do you map processor to work

= N/2' Processors per step




Reduction

* Count the number of operations
* noperands = log n steps = Then allocate to p processors

. Total work = O(n) » Often, convenient to start with p
= And map operations to p pProcessors

- How do you map processor to work 0

= Consider p < n
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Input: x

- P[O] = x|O]

- Fori1=1to n-1

10

Prefix Sums

forall 1 < n

R[] = Map(D[i]);




Input: X

- P[0] = x[O]

- Fori1 =1 to n-

filter
D

Prefix Sums

forall 1 <n
if (filter(DI[i]))
R[i] = Map(DI[i]);




Prefix Sums

s 00 1)@ ® 3 @4 4 4 4 (5 foralli<n
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Input: X
+ P[0] = x|0]

- Fori1=1to n-1
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P[0] = x[0]

FOri=1 to n-1
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Prefix Sums

forall 1 <n
if (filter(DI[i]))
R[i] = Map(DI[i]);

forall 1 <n

F[i] = filter(D[i]);
S = Par_PrefixSum(F)
forall 1 <n

if(F[i]) P[S[i]-1] = i;
forall i < S[n]
R[i] = Map(D[PIi]]);




Recursive Prefix Sums

- P[0] =x[0]




Recursive Prefix Sums

- P[0] =x[0]




Recursive Prefix Sums

- P[0] =x[0]

. | =1 to n-1 ,
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Recursive Prefix Sums

=l (/20 @)15)
W(n) = 2W(n/2)+Kn/2

W(n) = O(nlogn

- P[0] =x[0]




Recursive Prefix Sums
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W(n) = O(n log n)

- P[0] =x[0]

- Fori1=1to n-1




Recursive Prefix Sums

=l (/20 @)15)
W(n) = 2W(n/2)+Kn/2

W(n) = O(n log n)

- P[0] =x[0]

- Fori1=1to n-1




Recursive Prefix Sums

=l (/20 @)15)
W(n) = 2W(n/2)+Kn/2

W(n) = O(n log n)

- P[0] =x[0]

- Fori1=1to n-1




Recursive Prefix Sums

=l (/20 @)15)
W(n) = 2W(n/2)+Kn/2

W(n) = O(n log n)

- P[0] =x[0]

- Fori1=1to n-1




Recursive Prefix Sums

=l (/20 @)15)
W(n) = 2W(n/2)+Kn/2

W(n) = O(n log n)

- P[0] =x[0]

T(n) =T(n/2) + O(1)
+ Fori =1 ton-1 W(n) = W(n/2)+Kn/2




Recursive Prefix Sums

prefixSums(P, x, [0:n))
{
forall 11n [0:n/2)
v[i] = OP(x[2%], x[2*I+1])
prefixSum(z, y, [0:n/2))

Orop1(li/2}, x(),

......................................
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P[0] = x[0] Prefix Sum Binary Tree
ori=1to n-1
foralli=0ton Pli] = Pi-1] + x[i]

Non recursive

forh=1tologn
N Upward-pass
orall 1in 0:n/2h

] = B[h-1][2i] OP B[h-1][2i+1
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P[0] = x[0] Prefix Sum Binary Tree
Fori=1ton-1 (Non recursive)

foralli=0ton Pli] = P[i-1] + x[i]
B[O][i] = Ali]

forh=1tologn f(left child):
forall i in 0:n/2h add ur

Blh][i] = B[h-1][2i] OP B[h-1][2i+1]

forh=logntoO
- C[h][O] = B[h][O]
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P[0] = x[0] Prefix Sum Binary Tree
Fori=1ton-1 (Non recursive)

foralli=0ton Pli] = P[i-1] + x[i]
B[O][i] = Ali]

forh=1tologn f(left child):
forall i in 0:n/2h add ur

Blh][i] = B[h-1][2i] OP B[h-1][2i+1]

forh=logntoO
- C[h][O] = B[h][O]
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P[0] = x[0] Prefix Sum Binary Tree
Fori=1ton-1 (Non recursive)

foralli=0ton Pli] = P[i-1] + x[i]
— f(right child):
BIOJi] = All] take parent’s sum
forh=1tologn if(left child):
forall i in 0:n/2h ada ur

Blh][i] = B[h-1][2i] OP B[h-1][2i+1]

forh=logntoO
- C[h][O] = B[h][O]
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P[0] = x[0] Prefix Sum Binary Tree
Fori=1ton-1 (Non recursive)

foralli=0ton Pli] = P[i-1] + x[i]
—— f(right child):
BIO][I] = All] take parent’s sum
forh=1tologn if(left child):

forall 1 1n O;n/2h
Blh][i] = B[h-1][21] OP B[h-1][2i+1]

forh=logntoO
Clh][0] = B[h][O]

Downward-pass
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P[0] = x[0] Prefix Sum Binary Tree
Fori=1ton-1 (Non recursive)

foralli=0ton Pli] = P[i-1] + x[i]
—— f(right child):
BIO][I] = All] take parent’s sum
forh=1tologn if(left child):

forall 1 1n O;n/2h
Blh][i] = B[h-1][21] OP B[h-1][2i+1]

forh=logntoO
Clh][0] = B[h][O]

Downward-pass
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Merge Sorted Arrays A,B
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Merge Sorted Arrays A,B
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Merge Sorted Arrays A,B
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Merge Sorted Arrays A,B

- Determine Rank of each elementin AU B

- Rank(x, AU B) = Rank(x, A) + Rank(x, B)

= A and B are each sorted; only need to compute the ranks in the other list

. Find Rank(A[i], B) vi and Rank(B[j], A) v

" | f(Ali] <= BIj])
= Find each rank by binary search Clk++] = Afi++]

else

= O(log n) time Clk++] = B[]++]

-+ O(n log n) work ——>¥/\ T(2n) = T(n) + ?
-_;nd T(2n) = T(3n/2) + log n



Towards Optimal

Merge(A,B)

- Partition A and B into log n sized blocks

ique

Data Partitioning Techn




Towards Optimal
Partition A and B into log n sized blocks Merge(A,B)

- Select from A, elements i *log n, i € 0:n/log n

Rank each selected element of AIn B
Data Partitioning Technique

= Binary search I
N
A
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Partition A and B into log n sized blocks

- Select from A, elements i *log n, i € 0:n/log n

Rank each selected element of Ain B

=)

Sinary search I
N
A

Merge pairs of sub-sequences

Towards Optimal
Merge(A,B)

Data Partitioning Technique
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Partition A and B into log n sized blocks

- Select from A, elements i *log n, i € 0:n/log n

Rank each selected element of Ain B

=)

Sinary search I
N
A

Merge pairs of sub-sequences

= |f |B;| < log(n), Sequential merge in O(log n) time

Towards Optimal
Merge(A,B)

Data Partitioning Technique
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Partition A and B into log n sized blocks

Select from A, elements i * log n, i € 0:n/log n

Rank each selected element of AIn B

= Binary search

A
Merge pairs of sub-sequences

= |f |B;| < log(n), Sequential merge in O(log n) time

ol

Towards Optimal
Merge(A,B)

Data Partitioning Technique
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Too much sequential work
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Towards Optimal
Partition A and B into log n sized blocks Merge(A,B)

Select from A, elements i * log n, i € 0:n/log n

Rank each selected element of AIn B
Data Partitioning Technique

i

\

SO0 | | [ BER

= Otherwise, partition B; into log n blocks Too much sequential work

= Binary search

A

Merge pairs of sub-sequences

= |f |B;| < log(n), Sequential merge in O(log n) time

» And also subdivide A; iInto sub-sub-sequences

Siuleeelin IKwuinner



Towards Optimal
Partition A and B into log n sized blocks Merge(A,B)

Select from A, elements i * log n, i € 0:n/log n

Rank each selected element of AIn B
Data Partmomng Technique

:

= |f |B;| < log(n), Sequential merge in O(log n) time =
ol

» And also subdivide A; iInto sub-sub-sequences

= Binary search

Merge pairs of sub-sequences

= Otherwise, partition B; into log n blocks maller sequentia erges

Siulooeln IKwuinneElr



Towards Optimal
Partition A and B into log n sized blocks Merge(A,B)

Select from A, elements i * log n, i € 0:n/log n Total time is O(log n)

| Total work is O(n)
Rank each selected element of AIn B

Data Partmomng Technique

:

= |f |B;| < log(n), Sequential merge in O(log n) time =
ol

» And also subdivide A; iInto sub-sub-sequences

= Binary search

Merge pairs of sub-sequences

= Otherwise, partition B; into log n blocks maller sequentia erges

Siulooeln (Kunneir



Towards Optimal
Partition A and B into log n sized blocks Merge(A,B)

Select from A, elementsi * log n, i € 0:n/log n Total time is O(log n)

Total work is O(n)

Rank each selected element of A in B IR

Data Partltlomng Technique

= Binary search

A

Merge pairs of sub-sequences

= |f |B;| < log(n), Sequential merge in O(log n) time =
ol

» And also subdivide A; iInto sub-sub-sequences

= Otherwise, partition B; into log n blocks
Can we do better?

Siuleeelin IKwuinner



Fast Merge (A,B)

. Partition A and B into vn blocks each y
A f

- Select from A, elements ivn, i € [0: Vn) \‘\

- Rank each selected element of A in B B

= ./n Parallel searches, use y/n processors for each search




Fast Merge (A,B)

. Partition A and B into vn blocks each y
A f

- Select from A, elements ivn, i € [0: Vn) \‘ \

- Rank each selected element of Ain B B

= ./n Parallel searches, use y/n processors for each search

- Similarly rank vn selected elements from B in A



Fast Merge (A,B)
. Partition A and B into vn blocks each y
A f

- Select from A, elements ivn, i € [0: Vn) \‘ \

- Rank each selected element of Ain B B

= ./n Parallel searches, use y/n processors for each search

- Similarly rank vn selected elements from B in A

- Recursively merge pairs of sub-sequences

= Total time: T(n) = O(1)+T(y/n) = O(log log n) Fast, but too much work

Not work optimal
= Total work: W(n) = O(n)+ vn W(y/n) = O(n log log n)



Optimal Merge (A,B

- Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (lig = log log)
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- Select first element of each block

Optimal Merge (A,B)

- Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (llg = log log)

- A A,

- B, B,, ..

-A,:p1!p2"

-B,:CH’QZ"




- Select first element of each block

Optimal Merge (A,B)

- Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (llg = log log)

- A A,

- B, B,, ..

-A,:p1!p2"

-B,:CH’QZ"




- Select first element of each block

Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (llg = log log)

- A A,

- B, B,, ..

-A,:p1!p2"

-B,:CH’QZ"




Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

- AL A,

- B, B,, ..

Select first element of each block
= A = P1, P2 ..

-B,:CH!QZ"




Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

- AL A,

- B, B,, ..

Select first element of each block
= A = P1, P2 ..

-B,:CH’QZ"

A

A esaassenc

n/llg n

rank INn B° known
n/llg n

B’ —_—

merge




Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (lig = log log)

filj’bl ranks in A

nREATRE A Nodoaieesc

nflign \  __A_S <
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Select first element of each block

-A,:phpZ"

-B,:CH!QZ"




Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

- Subdivide A and B into blocks of size /ig n (lig = log log)

fir)'bl ranks in A

= 51 B, N Nbaseae

n/lign \ X3 ¢

-

Select first element of each block

-A,:p1!p2"

-B,:CH’QZ"

Now merge separated blocks of A and B



Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

- AL A,

)

Select first element of each block
= A = P1, P2 ..

-B,:q‘lqu--

SEE fir)'bl ranks in A

llg

Now merge separated blocks of A and B too much sequential work
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Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

A lllgn
- A & HEEEE
B 1B o ’ ” N |
= B4, Dy, N N absaas fjpd ranks in A
n/lign |\  __X_F ¢

-

Select first element of each block

= A, = p1! p2 e
g n initia
: block 1IN g

Now merge separated blocks of A and B too much sequential work
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Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

llg n
Ao i HEEE
4 o .
— 31,82,.. A %l‘t)/q/ ﬁ = fl'r}d ranks in A
n/llg n N
Select first element of each block MK, IN merge
= A = P1, P2 ..
=B =04 0> .. locate

initial
> plock I llg
Now merge separated blocks of A and B too much sequential work
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Optimal Merge (A,B)

Use the fast, non-optimal algorithm on small enough subsets

Subdivide A and B into blocks of size llg n (lig = log log)

1
— 2 .
4 o .

— 31, Bz, " A %l‘t)/q/ ﬁ = fl'r}d ranks in A
n/llg n N

Select first element of each block rank|ilN merge
n/llg n )

= A =P, P2 SARNNNS

=B =04 0> .. locate

B lllgn initial
> block S

Merge O(llg n) sized blocks O(n/llg n) times



1. Merge A’ and B’ — find Rank(A’:B’), Rank(B’:A)

= Use fast non-optimal algorithm

» Time = O(log log n), Work = O(n)

2. Compute Rank(A’:B) and Rank(B’:A)

- |f qank(pi,

» Sequentially: Time = O(log log n), Work = O(n)

3. Compute ranks of remaining elements

» Sequentially: Time = O(log log n), Work = O(n)

3) is r;, p; lies in block
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