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Parametric LLMsamazing creative writers!
O You

Narrate the story of rabbit and tortoise in pirate style.

< 5/5

Q ChatGPT

Ahoy there, me hearties! Gather 'round and hear the tale of the great race betwixt the hare and the

tortoise, but with a swashbucklin' twist!

Once upon the high seas, there lived a swift and cunning hare named Jackrabbit, known far and
wide for his lightning speed and cocky swagger. And in the same waters, there dwelt a slow but

steady tortoise by the name of Captain Shellback, renowned for his patience and resilience.

One fine day, as the salty breeze danced through the rigging, Captain Shellback issued a
challenge to Jackrabbit, proclaimin’, "Arrr, | challenge ye to a race, ye boastful hare! From this here

cove to yonder island, we shall see who be the fastest sailor on the seven seas!"




Parametric LLMs Stellar performance In exams!
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OpenAlc GPT4 Technical Report
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Hallucinations in Parametric LLMs
O You

©

what is the use of PMI in NLP?

ChatGPT
In natural language processing (NLP), Pointwise Mutual Information (PMI) is often used as a
measure of the association between words in a corpus. It can be used to identify words that are

highly correlated and occur frequently together, which can be useful for tasks such as language

modeling, information retrieval, and machine translation.

For example, in language modeling, PMI can be used to identify the most likely next word in a
sentence given the context of the previous words. In information retrieval, PMI can be used to

iIdentify the most relevant documents for a given query by ranking documents based on the co-




Hallucinations in Parametric LLMs

Overall, PMI is a useful measure for identifying relationships between words in a corpus and can

be applied to a wide range of NLP tasks.

@ You

Can you give me citations for the above examples?

Q ChatGPT

Here are some references for the examples of using PMI in natural language processing (NLP) that

| provided:

¢ Language modeling: "Pointwise Mutual Information (PMI) for Language Modeling" by R. B.
Frazer and J. H. Lafferty (https:/www.aclweb.org/anthology/WO00-1308.pdf)

¢ [nformation retrieval: "Information Retrieval using PMI-based Word Representations” by T.
Mitamura and K. Kise (https:/www.aclweb.org/anthology/C04-1100.pdf)

¢ Machine translation: "PMI-based Word Alignment for Statistical Machine Translation" by K.

Toutanova and C. D. Manning (https://www.aclweb.org/anthology/WO03-0419.pdf)




Pointwise Mutual Information (PMI) for Language Modeling n

Hallucinations in P

HTML] PMIVec: a word embedding model guided by point-wise mutual [HTML] springer.com
information criterion
M Yao, L Zhuang, S Wang, H Li - Multimedia Systems, 2022 - Springer

... the information captured by vector similarity between words, this paper proposes a point-wise

Overall, PMI is a useful measure for identifying re

be applied to a wide range of NLP tasks.

mutual information (PMI... a masked language model during training time, and any language ...
v¢ Save DY Cite Citedby 1 Related articles All 4 versions

A simple language model based on pmi matrix approximations [PDF] arxiv.org
@ Y O Melamud, | Dagan, J Goldberger - arXiv preprint arXiv:1707.05266, 2017 - arxiv.org
ou

... language models by training them to estimate word-context pointwise mutual information
(PMI), and then deriving the desired conditional probabilities from PMI at test time. Specifically, ...

Can you g|Ve me C|tat|0ns for the above example Y¢ Save DY Cite Cited by 17 Related articles All 4 versions 99

Unsupervised extractive summarization using pointwise mutual information [PDF] arxiv.org
V Padmakumar, H He - arXiv preprint arXiv:2102.06272, 2021 - arxiv.org

O ChatG PT ... pointwise mutual information (PMI) between sentences, which can be easily computed by a
pre-trained language model... We use the language model to compute PMI, which then scores ...

Here are some references for the exampleS Of us Y¢ Save DY Cite Cited by 37 Related articles All 6 versions 99

| provided:

¢ |Language modeling]"Pointwise Mutual Information (PMI) for Language Modeling" ':-y R. B.
Frazer and J. H. Lafferty (https:/www.aclweb.org/anthology/WO00-1308.pdf)

¢ [nformation retrieval: "Information Retrieval using PMI-based Word Representations” by T.
Mitamura and K. Kise (https:/www.aclweb.org/anthology/C04-1100.pdf)
¢ Machine translation: "PMI-based Word Alignment for Statistical Machine Translation" by K.
Toutanova and C. D. Manning (https://www.aclweb.org/anthology/WO03-0419.pdf) .




i Information Retrieval using PMI-based Word Representations n

Hallucinations |

About 947 results (0.03 sec)

Handling the impact of low frequency events on co-occurrence based measures [PDF] scitepress.org
Overall, PMI is a useful measure for ide of word similarity-a case study of pointwise mutual information

F Role, M Nadif - ... on Knowledge Discovery and Information Retrieval, 2011 - scitepress.org

be app“ed to a W|de range of N LP taskj ... Additional visualization methods will also be investigated in order to determine how to

best help researchers and corpus practitioners in choosing the right PMI based association ...
Y% Save DY Cite Cited by 71 Related articles All 3 versions $9

Sparsity makes sense: Word sense disambiguation using sparse contextualized [PDF] aclanthology.org
@ You word representations
. . ) G Berend - Proceedings of the 2020 Conference on Empirical ..., 2020 - aclanthology.org
Can yOU QIVG me Cltat|0ns for the abOVE ... word representations, it becomes possible to surpass the results of more complex task-specific

models on the task of finegrained all-words word ... 3 further *PMI-based variants for the ...
Y% Save DY Cite Cited by 21 Related articles All 3 versions $9

Improving pointwise mutual information (pmi) by incorporating significant co- [PDF] arxiv.org
©) ChatGPT
OP Damani - arXiv preprint arXiv:1307.0596, 2013 - arxiv.org

... word association measures. To incorporate document level significance, we need to use

document level counts instead of word ... are using document counts instead of the word counts, ...

Y% Save DY Cite Cited by 51 Related articles All 11 versions 99

Here are some references for the exam

| provided:

¢ Language modeling: "Pointwise Mutual Information (PMI) for Language Modeling" by R. B.
Frazer and J. H. Lafferty (https:/www.aclweb.org/anthology/WO00-1308.pdf)

¢ |Information retrieval:|"Information Retrieval using PMI-based Word Representations'|by T.
Mitamura and K. Kise (https:/www.aclweb.org/anthology/C04-1100.pdf)

¢ Machine translation: "PMI-based Word Alignment for Statistical Machine Translation" by K.

Toutanova and C. D. Manning (https://www.aclweb.org/anthology/WO03-0419.pdf)
S N o _ - L S _ S 11




Two US lawyers fined for submitting
fake court citations from ChatGPT

Law firm also penalised after chatbot invented six legal cases that
were then used in an aviation injury claim

\mm\ “'-. ' ot — MﬂShﬂblElndia Entertainment Culture Tech Science Mobility Podcast Mashable Deals Q Se
\ 3

T

Tech

| | Air Canada Loses Court Case After Its Chatbot Hallucinated

Fake Policies To a Customer
The airline argued that the chatbot itself was liable. The court disagreed.

By Chase Dibenedetto Feb. 18, 2024 f X

i

O The judge said one of the fake decisions had ‘'some traits that are superficially | ‘
actual judicial decisions’ but other portions contained 'gibberish’ and were ‘nonse
Photograph: Richard Drew/AP

A US judge has fined two lawyers and a law firm $5,000 (£3,935 :
citations generated by ChatGPT were submitted in a court filing t
%

Slide sourcehttps://drive.google.com/file/d/1YUpp7L1SCK6jgdfFObsgHKXrefdbpdiew 12
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Core Limitations of Parametric LLMs

AHallucinations
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Core Limitations of Parametric LLMs

AHaIIUCInatlonS ravec allyii riviy ieiriay miugic \l, Lral Luicy airc sciiialitically icialtcu

and can be used interchangeably in certain contexts.

AVerifiability issues oo 0@

ChatGPT can make mistakes. Consider checking important information. ‘

14




Verifiability

Overall, PMI is a useful measure for ide

be applied to a wide range of NLP task

@ You

Can you give me citations for the abov«

Q ChatGPT

Here are some references for the exa

| provided:

(6 25 aclanthology.org/W00-1308.pdf

./ SlyYy vk i riactdiral ialirgyuayc PIUMUDDII‘IH‘\I‘II—I J Ll

= Enriching the Knowledge Sources Used in a Maximum Entropy Part-of-Speech Tagger 1 /8 — 182% -+

E)

Enriching the Knowledge Sources Used in a Maximum Entropy
Part-of-Speech Tagger

Kristina Toutanova
Dept of Computer Science
Gates Bldg 4A, 353 Serra Mall

Stanford, CA 94305-9040, USA
kristina@cs.stanford.edu

Abstract

This paper presents results for a maximum-
entropy-based part of speech tagger, which
achieves superior performance principally
by enriching the information sources used
for tagging. In particular, we get improved
results by incorporating these features:

¢ Language modeling: "Pointwise Mutual Information (PMI) for Language Modeling" by R. B.

Frazer and J. H. Laffertyl (https://www.aclweb.org/anthology/W00-1308.pdf)

¢ |[nformation retrieval: "Information Retrieval using PMI-based Word Representations” by T.
Mitamura and K. Kise (https:/www.aclweb.org/anthology/C04-1100.pdf)

¢ Machine translation: "PMI-based Word Alignment for Statistical Machine Translation" by K.

Toutanova and C. D. Manning (https://www.aclweb.org/anthology/WO03-0419.pdf)

Christopher D. Manning
Depts of Computer Science and Linguistics
Gates Bldg 4A, 353 Serra Mall
Stanford, CA 94305-9040, USA
manning @cs.stanford.edu

This paper explores the notion that automat-
ically built tagger performance can be further
improved by expanding the knowledge sources
available to the tagger. We pay special attention
to unknown words, because the markedly lower
accuracy on unknown word tagging means that
this is an area where significant performance

gains seem possible.
c}l{e adont a2 maximum entronv annroach
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Core Limitations of Parametric LLMs

AHallucinations )
AVerifiability issues o
AKnowledge cubffs

AlLearning failures

You
Who is Aditya Grover? Where does he teach?

< 6/6

ChatGPT
Aditya Grover is a researcher and scientist known for his work in machine learning and artificial

intelligence| As of my last update in January 2022,|he was a Ph.D. candidate at Stanford University,

working with Prof. Stefano Ermon in the Stanford Artificial Intelligence Lab (SAIL). However, there
might have been updates since then. He has contributed to various areas of machine learning,
including generative models and reinforcement learning. His research often focuses on

developing algorithms that can learn and generalize from data efficiently.

17
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Parametric LLMsTraining vs Test
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Closed Book vs Open Book Exams
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Closed Book vs Open Book Exams

Parametric LLMs Retrievalbased LLMs

I Model can use
— - External Docs at Test

Bake in Knowledge
at Train Time

“Closed book” “Open book”

Image sourcehttp://arxiv.org/abs/2403.10131
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How to use the Book?

AOutput interpolations - After solving the
guestion yourself?
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KN N-LM (handelwast al.2020)
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Khandelwal et al. Generalization through Memorization: Nearest Neighbor Language Models. ICLR 2020. 2!




KN N-LM (handelwast al.2020)

Nonparametric distribution
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Khandelwal et al. Generalization through Memorization: Nearest Neighbor Language Models. ICLR 2020. 28




KN N-LM (handelwast al.2020)
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Regulardecoder
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Transformers blocks (xL)

Borgeaud et al. Improving language models by retrieving from trillions of tokens. ICML 2021. 33
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RETRO blocks (xL)

Chunked Cross Attention (CCA)

Borgeaud et al. Improving language models by retrieving from trillions of tokens. ICML 2021. 34
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How to use the Book?

AOutput interpolations - After solving the
guestion yourself?

Alntermediate fusion i modify the LM
architecture to be aware of the book?

Alnput augmentation (RAG) - Before you start
solving?

Output
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Retrieval Methods

ASparse retrieval
ADocument-level dense retrieval
AToken-level dense retrieval
ACross-encoder reranking

ABlack-box retrieval (just ask Google/Bing)
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Sparse Retrieval

A Express the query and document as a sparse word frequency vector (usually
normalized by length)

g=what is nlp
what 0.33

candy / 0 \
nip 0.33

S 0.33
language \ 0 /

1€
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Sparse Retrieval

A Express the query and document as a sparse word frequency vector (usually
normalized by length)

d‘l — what is life ?

O|=What IS n|p candy is life !
what 0.33 0.25
candy / 0 \ 0.125\

nip 0.33 0

IS 0.33 0.25
language \ 0 / \ 0 /

1€
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Sparse Retrieval

A Express the query and document as a sparse word frequency vector (usually
normalized by length)

d‘l — what is life ? d2 — nlp is an acronym for

g=what is nlp candy is life | natural language processing
what 0.33 0.25 0
candy / 0 \ 0.125\ / 0 \
nip 0.33 0 0.125

IS 0.33 0.25 0.125
e 2] 1) 15
1€

Slide sourcehttps://phontron.com/class/anlp2024/assets/slides/anlif-rag.pdf 52
-



https://phontron.com/class/anlp2024/assets/slides/anlp-10-rag.pdf
https://phontron.com/class/anlp2024/assets/slides/anlp-10-rag.pdf
https://phontron.com/class/anlp2024/assets/slides/anlp-10-rag.pdf
https://phontron.com/class/anlp2024/assets/slides/anlp-10-rag.pdf
https://phontron.com/class/anlp2024/assets/slides/anlp-10-rag.pdf

Sparse Retrieval

A Express the query and document as a sparse word frequency vector (usually
normalized by length)

q=whatis nip O G2 T e g?o‘i r;e;!lif on i
what 0.33 0.25 0
candy / 0 \ 0.125\ / 0 \ 0 \
nip 0.33 0 0.125 0.125
IS 0.33 0.25 0.125 0
Ianguage\o/ \o/ \o/ \O/

1€
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Sparse Retrieval

A Express the query and document as a sparse word frequency vector (usually
normalized by length)

g=what is nlp d1c;dﬁ2??f;8!"fe? ?iu;la%'SJZSQ o g(i‘i seareh o
what 0.33 0.25 0 0
candy / 0 \ 0.125\ / 0 \ / 0 \
nip 0.33 0 0.125 0.125

s VIR CVARTVARYY

g*di = 0.165| g*ds = 0.0825 Q*ds = 0.0413

A Find the document with the highest inneroduct or cosine similarity in the
document collection
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Term Weighting (seianning et al. 2009)

ASome terms are more important than others; L-owquency wordsLEP,
Candy are often more importantthani( KS 2 | 2 FT2NE UKSYy 2
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Term Weighting (seianning et al. 2009)

ASome terms are more important than others; L-owquency wordsLEP,
Candy are often more importantthand( KS 2 | 2 FT2NE UKSYy 2

ATerm frequency in-document frequency (FDF)

~ freq(t,d) B D
TF(t: d) — Zt’ freq(t’, d) IDF () = log (Zd,eD d(freq(t,d’) > O))

TF-IDF(t,d) = TF(¢,d) x IDF(¢)
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Two Issues with TFIDF

AWhat if document lengths are different
AShould it depend on length? How?

ATFIDF increases linearly with TF. Should it be linear?

o7




Term Weighting (seianning et al. 2009)

ASome terms are more important than others; L-owquency wordsLEP,
Candy are often more importantthand( KS 2 | 2 FT2NE UKSYy 2

ATerm frequency in-document frequency (FDF)

- freq(t,d) 3 D
TF(t: d) — Zt’ freq(t’, d) IDF () = log (Zd,eD d(freq(t,d’) > O))

TF-IDF(t,d) = TE(t, d) x TDE(¢)
ABM25: TF term similar to smoothed cotraised LMS

BM-25(¢,d) = IDF(t) -
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Term Weighting (seianning et al. 2009)

ASome terms are more important than others; L-owquency wordsLEP,
Candy are often more importantthand( KS 2 | 2 FT2NE UKSYy 2

ATerm frequency in-document frequency (FDF)

- freq(t,d) 3 D
TF(t: d) — Zt’ freq(t’, d) IDF () = log (Zd,eD d(freq(t,d’) > O))

TF—IDF(t, d) = TF(t, d) X IDF(t)

ABM25: TF term similar to smoothed cotlvdsed LMS
freq(,d) - (k1 + 1)

freq(t,d) + k1 - (1 —b+b- ﬂ)

avgdl

BM-25(¢,d) = IDF(t) -
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Dense Embeddings

AEncode al[sSii = Eusing an LM and
iIndex them (one time task). Can use:

V Out-of-the-box embeddings. E.g. BERT
V Learned embeddings (covered later)
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Dense Embeddings

AEncode alslsii=cusing a LM and index
them (one time task). Can use:

V Out-of-the-box embeddings. E.g. BERT
V Learned embeddings (covered later)
query — ooee

AAt test time:

J e
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Dense Embeddings

AEncode alslsii=cusing a LM and index
them (one time task). Can use:

V Out-of-the-box embeddings. E.g. BERT
V Learned embeddings (covered later)
query — 0008 <«—»

AAt test time:

AEncoddelils

AFind similar documents
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Training Dense Embeddings

Inner Product Similarity

[coocoooo] [Goocooo0]

Query Encoder

I

Encoder

Query Text chunks

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings

Inner Product Similarity

/ \ L(a,p*, p" Pl 8 1P

[Coocoooo] [Goooo00] o
3 3 exp(sim(a, p*))

T = Mlog
_ Query Encoder _

Doc Encoder exp(sim(g, p*)) + B L, exp(sim(g, pf"))

Query Text chunks

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings

Inner Product Similarity
[0000000] [C000000] Posiive passage

:  Miog exp(sim(,p*))

Doc Encoder exp(sim(g, p*)) + B L, exp(sim(g, pf"))

Query Text chunks

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings

Inner Product Similarity Negative passages
Too expensive to consider all negatives!

/ \ (a3 P 8 ™)

[0000000] 000000 O] Positve passage o
1 4 exp(sim(q,p*))

T = Mlog

Doc Encoder exp(sim(g, p*)) + B L, exp(sim(g, pf"))

Query Text chunks

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings

Inner Product Similarity

/ \ L(a,p*, p" Pl 8 1P

[Coocoooo] [Goooo00] o
3 3 exp(sim(a, p*))

T = Mlog
_ Query Encoder _

Doc Encoder exp(sim(q,p*)) + B L, exp(sim(g, pf"))

Contrastive learning

Query Text chunks

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings

Inner Product Similarity

\ L(q,p*, " pl% 8 IpM)
[ccooooo] ([[Goooooo!

2  Miog exp(sim(a, p*)

Doc Encoder exp(sim(q,p*)) + B L, exp(sim(g, pf"))

Contrastive learning

@ Positive @ Positive

-
.
0
-
o
-
-
.
o
-
.
-
o
-

Query Text Chunks ®-.. * @ e »®

Negative Negative

Karpukhin et al. Dense Passage Retrieval for Open-Domain Question Answering. EMNLP 2020.
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Training Dense Embeddings
ASelectpositiveand negativedocuments train usinga contrastiveloss

ADPR(Karpukhiret al. 2020):learnencodersbasedon a BM25hard
negativesand in-batch negatives.
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Training Dense Embeddings
ASelectpositiveand negativedocuments train usinga contrastiveloss

ADPR(Karpukhiret al. 2020):learnencodersbasedon a BM25hard
negativesand in-batch negatives.

AContriever(lzacardet al. 2022):contrastivelearningusingtwo random
spansaspositivepairs- Unsuperviseddense retrieval model.
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*|_Apple merged with NexT _

_iSteve Jobs became CEO of |
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Dense Embeddings

AEncode alslsii=cusing a LM and index
them (one time task). Can use:

V Out-of-the-box embeddings. E.g. BERT
V Learned embeddings (covered later)
query — 0008 <«—»

AAt test time:

AEncoddelils

AUse Nearest Neighbor Search to find
similar documents
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Dense Embeddings

AEncode alslsii=cusing a LM and index
them (one time task). Can use:

V Out-of-the-box embeddings. E.g. BERT
V Learned embeddings (covered later)
query — 0008 <«—»

AAt test time:

AUse Nearest Neighbor Search to fing
similar documents
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Approximate Nearest Neighbor Search
Maximum Inner Product Search (MIPS)
AMethods to retrieve embeddings in sdinear time

Locality sensitive hashing:
make partitions in continuous
space, use like inverted index
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Advantage:
we create Iindex offline (LSEkC).
Test time: we only encode the query

Disadvantage:

(1) large document has 1 embedding..

2)2yfée fFr0S FdzaAz2y
If we mix at every step

Figure from Khattab et al. (2020) >
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