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Neural Scaling Lawssian et al 2020
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Neural Scaling Lawssian et al 2020

A Performance improve smoothly as we increasectimpute, dataset size or the model size
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Neural Scaling Laws

A Large models are more sample efficient given a fixed computing budget, training a larger

model for fewer steps is better than training a smaller model for more steps.

Larger models require fewer samples The optimal model size grows smoothly
to reach the same performance with the loss target and compute budget
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Training Resources vs Performance
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Training Resources vs Performance
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Any efficient way to increase model size?

ACan we increase model size while keeping the
compute constant?
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Any efficient way to increase model size?

ALLMs as generalist$ LWa 6 3! WURmuBH R H
task learningMTL)

A summarization, QA, coding, reasoning, etc.

AHow does a general MTL model look like?

A Shared parameters (always active)
A Task specific parameters (active based on task) ‘

AIn LLMsA all parameters active for all tasks ﬁ ‘ | ‘

ACan we create a model where only few
parameters are active for a given input?

Task Specific Layers

P
Common Layers




Mixture of Experts

Adaptive Mixtures of Local Experts

Robert A. Jacobs

Michael 1. Jordan

Deparbiment of Brain and Cognitive Sciences, Massachusetts Institute of Technology,
Cambridee, MA (02139 UISA

Steven J. Nowlan

Geoffrey E. Hinton

Departument of Computer Science, University of Toronto,
Toronto, Carada M5S 1A4

We present a new supervised learning procedure for systems composed
of many separate networks, each of which learns to handle a subset of
the complete set of training cases. The new procedure can be viewed
either as a modular version of a multilayer supervised network, or as
an associative version of competitive learning. It therefore provides
a new link between these two apparently different approaches. We
demonstrate that the learning procedure divides up a vowel discrimi-
nation task into appropriate subtasks, each of which can be solved by
a very simple expert network.
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Mixture of Experts
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MoELayer
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Why do experts not collapse In practice?

x All experts have:
A Same architecture
A Same initialization scheme
A Trained with same optimizer
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Why do experts not collapse In practice?

Towards Understanding the Mixture-of-Experts
Layer in Deep Learning

Zixiang Chen Yihe Deng
Department of Computer Science Department of Computer Science
University of California, Los Angeles University of California, Los Angeles
Los Angeles, CA 90095, USA Los Angeles, CA 90095, USA
chenzx19@cs.ucla.edu yihedeng@cs.ucla.edu
Yue Wu Quanquan Gu
Department of Computer Science Department of Computer Science
University of California, Los Angeles University of California, Los Angeles
Los Angeles, CA 90095, USA Los Angeles, CA 90095, USA
ywu@cs.ucla.edu qgu@cs.ucla.edu
Yuanzhi Li

Machine Learning Department
Carnegie Mellon University
Pittsburgh, PA 15213, USA
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Why do experts not collapse In practice?
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Why do experts not collapse In practice?

I\/1h;xture of linear experts
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Why do experts not collapse In practice?

I\/j/(')xture of linear experts
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Why do experts not collapse In practice?

Ml;)xture of nonlinear experts
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Why do experts not collapse In practice?

Ml;)xture of nonlinear experts
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Why do experts not collapse In practice?

non-convex
exponential amplification convex: contraction
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Learning dynamics of experts and router

U Exploration stage:
U experts diverge; router nearly untrained

U Router learning stage:
U router learns to dispatch
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Learning dynamics of experts and router

U Exploration stage:
U experts diverge; router nearly untrained

CH)

U Router learning stage: Expert 1

U router learns to dispatch
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Learning dynamics of experts and router

U Exploration stage:
U experts diverge; router nearly untrained

U Router learning stage:
U router learns to dispatch
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Learning dynamics of experts and router
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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Mixture of Experts as a Layer
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SparseMoELayelt Greedy expert selection

V1EEI;EEEI VzDI“:Dj
Ga(.’L‘) = SOftma,X(x . Wg) ( ‘;{ . Add + Normalize _ }:

::[FFN1][FFN2][FFN3][FFN4J [E%][FFNa][FFN4}::
T \ T p=08 MoELayer

‘;{ Add + Normalize ]:
Self-Attention
A Y
Positional Positional
embedding @? embedding G“?
x1 I IT1TT] x[TTTTT]
More Parameters

YatinNandwani Natural Language Processing


https://home.iitd.ac.in/

SparseMoELayelt Greedy expert selection
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SparseMoELayelt Greedy expert selection
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SparseMoELayelt Greedy expert selection
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SparseMoELayelt Greedy expert selection
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SparseMoELayelt Greedy expert selection
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SparseMoELayer- Noisy TopK Gating
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SparseMoELayer- Noisy TopK Gating

e _
H(z);=(z-W,); =—— i" logit of the Gating Network

0@ "YE "Q0 dQwd
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SparseMoELayer- Noisy TopK Gating

H(x); = (x - W,); + StandardNormal()

0@ "YE "Q0 dQwd

YatinNandwani Natural Language Processing


https://home.iitd.ac.in/

SparseMoELayer- Noisy TopK Gating

H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i)
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SparseMoELayer- Noisy TopK Gating

H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i)

_%
Learnable parameter Learnable paramete
Mean Std. Dev
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Softplus(z) = [13 * log(1 + exp(B * z))

SparseMoELayer- Noisy TopK Gating , sofels

RelLU

H(x); = (x - W,); + StandardNormal() -[Softplus]((:c  Whoise)i) °

_% S1. i A .
Learnable parameter Learnable parametey = 2 -+ 0 b 2 7
Mean Std. Dev
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SparseéMoELayer- Noisy TopK Gating ., softelus
RelLU
H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) ¥
7 ) Io— —
Learnable parameter Learnable parametey 2 =2 9 1 2 3
Mean Std. Dev r
V; if v; 1s in the top k elements of v.

KeepTopK (v, k)i = {—oo otherwise
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SparseMoELayer- Noisy TopK Gating , sofels

RelLU

H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) °

_% -1t i i 4
Learnable parameter Learnable parametey 2 2 -t 0 1 2 3
Mean Std. Dev
V; if v; 1s in the top k elements of v.

KeepTopK(v,k)z' — {—oo otherwise Yi

Ensures O probability afteoftmax
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SparseMoELayer- Noisy TopK Gating , st
e
H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) °
7 ) Io— —
Learnable parameter Learnable parameter 4 2 & £ L & &
Mean Std. Dev
V; if v; 1s in the top k elements of v.

KeepTopK (v, k); = {

Ensures O probability afteoftmax

—0o0  otherwise. Yi

H(x)
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SparseMoELayer- Noisy TopK Gating , st
e
H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) °
7 ) Io— —
Learnable parameter Learnable parameter 4 2 & £ L & &
Mean Std. Dev
V; if v; 1s in the top k elements of v.

KeepTopK (v, k); = {

Ensures O probability afteoftmax

—0o0  otherwise. Yi

KeepTopK (H(x), k)
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SparseMoELayer- Noisy TopK Gating , sofels

RelLU

H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) °

_% -1t i i 4
Learnable parameter Learnable parametey 2 2 -t 0 1 2 3
Mean Std. Dev
V; if v; 1s in the top k elements of v.

KeepTopK (v, k); = {

—0o0  otherwise. Yi

Ensures O probability afteoftmax

G(z) = Softmax(KeepTopK (H (x),k))
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SparseMoELayer- Noisy TopK Gating , st
e
H(x); = (x - W,); + StandardNormal() - Softplus((z - Whoise)i) i
_% -1t ; ; |
Learnable parameter Learnable parameter 4 2 & £ L & &
Mean Std. Dev
V; if v; 1s in the top k elements of v.

KeepTopK (v, k); = {

Ensures O probability afteoftmax

—0o0  otherwise. Yi

G(x) = Softmax(KeepTopK(H(z),k))=—=— oOnlyknonzero elements; add up o
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Mixture of ExpertsChronology

AMixture of Experts Mode]

AMoElayer in Deep Learning

AScaIingMoEfor NLP / multiingual MT/ GShard Scales a sparse
MoETransformer beyond 600B parameters for multilingual NMT across 100 language
AMoElayer in Transformerbased LLMs (Switch Transformey
GLalV
AMixtral-8x7B :surpasses GRB.5 Turbo, Claude

2.1, Gemini Pro, and Llama 2 70B on human benchmarks

Contentcredits https://www.youtube.conwatch?v=TwHPxXUAuqy4
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https://www.youtube.com/watch?v=TwHPxUAuqy4
https://www.youtube.com/watch?v=TwHPxUAuqy4
https://www.youtube.com/watch?v=TwHPxUAuqy4
https://www.youtube.com/watch?v=TwHPxUAuqy4

Mixture of ExpertsChronology

AGrok-1[xAl 2024y 314B parameteMoEopen-sourced under Apache 2.0 with ~25%
weights active per token (~7&0B active parameters); no detailed technical report
released

ADeepSeekMoEDai et al., 2024; ACL 2024]introduces finegrained expert
segmentation and shared expert isolation; achieves LLaM@A@vel performance at
~40% of the compute

ADeepSeekV2 / V3[Liu et al., 2024 V3 uses 671B total / 37B active parameters with
MLA for efficient k@ache, auxilianjoss-free load balancing, and muitiken prediction

ALlama 4(Scout & Maverick)Meta, 2025y first operweight natively multimodMoE
Llama; Scout has 16 experts (fits one H100), Maverick has 128 experts (400B total /
active), both supporting 10Mken context

Contentcredits https://www.youtube.conwatch?v=TwHPxXUAuqy4
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Pros and Cons of SparsoELayer

Pros cons

% Unstable taining

¢ Increased model parameters
& Router collapserouter sends all

tokens to the same expert

& Efficient pretraining due to conditional & May averge

(sparse) computation

% High memory requiremenall
& Faster inference parameters need to be loadetvRAM
(GPU memory)
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Switch Transformer Layer

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformers: Scaling to Trillion Parameter Models
with Simple and Efficient Sparsity

SW William Fedus*

LIAMFEDUSQGOOGLE.COM

Barret Zoph*
BARRETZOPHQGOOCGLE.COM

Noam Shazeer
NOAMQGOOGLE.COM
Google, Mountain View, CA 94043, USA

Editor: Alexander Clark

Abstract

In deep learning, models typically reuse the same parameters for all inputs. Mixture
of Experts (MoE) models defy this and instead select different parameters for each in-
coming example. The result is a sparsely-activated model-—with an outrageous number
of parameters—but a constant computational cost. However, despite several notable suc-
cesses of MoE, widespread adoption has been hindered by complexity, communication costs,

and tralnmg 1nstab111ty We address these Wlth the introduction of the Switch Transformer.
CUlILENICI UILS DWILCTT T TansiuTinersscaniygo 1 nmurFaraimeteModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transtormer Layer

AGreedy routing to only 1 expert

v (T TTTT] ye[TTTTT]
A A
>[ Add + Normalize }4 ~
A A

-

o=
-———— =
Bl -
-

r :[ Add + Normalize }: N
Self-Attention
A A
. J
Positional Positional
embedding E‘? embedding Gl?
x1 (I T1TT] x[TTTTT]
More Parameters

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Expert Parallel for Spar8éoEs

—> Add & Norm

|
MoE
FFN, | . | FFNE I
Gating

—> Add & Norm
1

Multi-Head

Attention

Input embeddings +
Positional embeddings
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Expert Parallel for Spar8éoEs

I ) ‘ I

Gating

J All-to-All Dispath*
Gating

—> Add & Norm ﬁ—’—fij Norm
- | I—
—> Add & Norm Z All-to-All Combine _
MoE § Model-parallel FFN
FFN, | | FFNg | ; [ FF ] MoE [ -
E o I Ly
é | 4—{Gating

-

/

[

Input embeddings +

Positional embeddings

}

Input embeddings +

Positional embeddings

(shard 1)

YatinNandwani

Device 1////

—>| Add ﬁ Norm 5 —> Add & Norm e o o —> Add & Norm
Multi-Head Multi-Head Devices Multi}-Head
Attention Attention 1...E Attenption

Input embeddings +

Positional embeddings

(shard E)

Device E///
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Expert Parallel foﬁ>

SparseMoEs

MoE Transfomer

MoE Transfomer Encoder

[

Input embeddings +
Positional embeddings

|

tp

ositional embedding

Input embeddings +
s
(shard 1)

YatinNandwani

Encoder with device placement
Encoder Encoder Encoder
output output (shard 1) output (shard E)
1 | t
ﬁ_; Add & Norm \ (_, Add & Norm \ /_> Add & Norm \
1 I 1
Feed Forward Feed Forward Feed Forward
FFN FEN FFN
A A A
| N — ~—_—
—> Add & Norm —> Add & Norm —> Add & Norm
1 | 1
Multi-Head Multi-Head Multi-Head
Attention Attention Attention
A A A
| N — ~—_—
(N/2)x (N/2)x (N/2)x
—> Add & Norm Add & Norm
'y | |
—> Add & Norm All-to-All Combine
MoE Model-parallel FEN

[ FFN, ] o [ FFNE ] [ FFN1 ] MoE [ 3
c« h\
Gating All-to-All Dispatch_

Gating | Gat1ng

| S —

—_— —

—> Add ﬁ Norm —> Add & Norm e o o —> Add & Norm
Multi-Head Multi-Head Devices Multif-Head
Attention Attention 1. ::E Attention

\— / Kﬁ Device 1/ K Device y

Input embeddings +
Positional embeddings
(shard E)
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Switch Transformer Layer

AMoEficationof T5 models

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

AMoEficationof T5 models Matched FLOPS per token

s0l o€ T-5 base; 223Mn parameters
N 2e
‘\
5.8+ \ de
.\\
» 201 \\ 8e
8 LN
1
+2 5.4
P \J6e
521 "\ 32
‘\
T~.__Bde
>0 e 1286
*--.__ 256e
~e
109 1010

Sparse Model Parameters

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

YatinNandwani
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Switch Transformer Layer

AMoEficationof T5 models Matched FLOPS per token

6.04 Je % T-5 base; 223Mn parameters
N 2e
‘\
>8 N de
.\\

5.6 N 8e 256 experts; 14.7B parameters
— kS
k7 5.4 1 ~
P \.1 Be

5 2 \\\\\ 328

‘\-
T~.__Bde
5.0+ ~
4.8+ o
109

Sparse Model Parameters Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

AMoEficationof T5 models Matched FLOPS per token

1e
6.01 @ 0.6
N 2e
hY 4.8
5.8' \\
v de
. 4.0
5.6" \\\
” . 8e
8 w 3.2
:I 5.4+ \\
w . ~
,9 \\\.166
2.4
5.21 . 32e
‘t\\
“~.._bBde
201 1286
*~~.._ 2b6e
~e
4.84 : e
10° 1010

Sparse Model Parameters

Neural Scaling Laws
(Unrestricted FLOPYS)

N

e | = (N/8.8 . 1013)—0.076

105 107 109
Parameters
non-embedding

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
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Switch Transformer Layer

AMoEficationof T5 models

6.04

Test Loss
O o o o
(@] N (@)} 00}

B
o

o
~

Sparse Scaling Laws
Matched FLOPS per token
(similar computation budget for &

models)

Rl

Sparse Model Parameters

5.6
4.8

4.0

3.2

2.4

Neural Scaling Laws
(Unrestricted FLOPYS)

N

e | = (N/8.8 . 1013)—0.076

105 107 109
Parameters
non-embedding

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

YatinNandwani
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Switch Transformer Layer

AMoEficationof T5 models

On C4 corpus
(introduced in

T-5 paper)

\

x Better asymptotic performance
X Improved sample efficiency

X Diminishing returns as we increase
#experts

—-1.2-
Switch-Base: 128e
Switch-Base: 64e
Switch-Base: 32e
Switch-Base: 16e
T5-Base

—-1.31

Neg Log Perplexity

LooL L L L4
© ® N o o
1 i | L 1 1 1

|
N
o

T T T

0 1 2 3 4
Training Step 1e5

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

. . -1.27
AMoEficationof T5 models T Swoh s 1206
-1.31 — Switoh-Base; 32e
- Switch-Base: 16e
-1.44 == T5-Base
FLOPS per token are matched, but additional = |
clock time due to: 3
1. Extra communication cost Rkl
2. Router computation 5 17
Z
~1.8-
—1.94
-2.0"— T T T T
0 1 2 3 4
Training Step 1ed

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

-1.27

AMoEficationof T5 models

7X Speedup

Neg Log Perplexity
|
T

7x faster than the base model!

- Switch-Base: 128e
= Switch-Base: 64e
Switch-Base: 32e

—— TbH-Base

50 100 150 200 250 300 350
Training Time

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

AMoEficationof T5 models

But what about comparison with
a larger dense model?

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer
Comparison with-b Large (770M), with 3.5x more FLOPs per token

—-1.92-

.1 | Comparable sample efﬁcienci/
7

1.4

N
o
1

Neg Log Perplexity
[
o))

1.7
-1.84
—  Switch-Base: 64e
-1.91 —— T5-Large
- T5-Base
_2.0 T T T T T
0 1 2 3 4
Training Step 1e5

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer
Comparison with-b Large (770M), with 3.5x more FLOPs per token

|
—
N
I

—1.24

Comparable sample efficiency o 2x speedup in clock time!
T

|
—
w
1

L
I~
L
I
"
~
1

2.5x Speedup >

L
(&)}
1

7.0x Speedup >

Neg Log Perplexity
[
o))

Neg Log Perplexity
[
(@)

-1.74 -1.71
~1.81 -1.81 |/
—  Switch-Base: 64e - Switch-Base: 64e
-1.9- —— T5large -1.991 T5-Large
- T5-Base T5-Base
—2.0 T T T T T —2.0 T T T T T T 1
0 1 2 3 4 50 100 150 200 250 300 350
Training Step 1eb Training Time

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transtormer Layer

Alssues Addressed:
A Complexity oMoE

A Communication cost

v (T TTTT] ye[TTTTT]
A A
>[ Add + Normalize }4 ~
A A

--------

-

______
wn 8

A A
\. J
r :[ Add + Normalize }: N
Self-Attention
A A
. J
Positional Positional
embedding E‘? embedding Gl?
x1 (I T1TT] x[TTTTT]
More Parameters

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

YatinNandwani
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Switch Transformer Layer

Alssues Addressed:

A Complexity oMoE

Top-1 greedy routing:Challenged the belief that we need

route to at least 2 experts for meaningful learning of router

(0]

—]

A Communication cost

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

Alssues Addressed: Top-1 greedy routing:Challenged the belief that we need o
AComplexity oMd&E 7 / route to at least 2 experts for meaningful learning of routgr

—]

A Communication cost

ATraining Instability

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

Alssues Addressed: Top-1 greedy routing:Challenged the belief that we need to
7 / route to at least 2 experts for meaningful learning of router

A Complexity oMoE

ACommunication cost — _
Improved Training Techniques:

ATraining Instability } 1. Differentiable load balancing logsoids router collapse)

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?v=U8J132Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

1

fi = 7= > 1{argmax p(x) = i}
xeB

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

1

fi = 7= > 1{argmax p(x) = i}
xeB

AU : Expected Probability of selecting exfi@rt

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

1

fi = 7= > 1{argmax p(x) = i}
xeB

AU : Expected Probability of selecting exfi@rt

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

1

fi = 7= > 1{argmax p(x) = i}
xeB

AU : Expected Probability of selecting exfi@rt

1 )% . . .
P, = = Z pi(x)- Using sample mean as an empirical estimate
reB

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext

1

fi = 7= > 1{argmax p(x) = i}
xeB

AU : Expected Probability of selecting exfi@rt

N
loss=a-N‘Zfi-Pi
i=1

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Load Balancing Loss

AN experts; T tokens in a batch
A CgFraction of tokens dispatched to expext
fi= = 3 1{argmax p(z) = i}

T
zeB

AU : Expected Probability of selecting exfi@rt

N
loss:a-N-Zfi-Pi
i=1

YatinNandwani

-~

\

. Prevents router collapse

. Improves training efficiency by using all th

\

devices equally (remember that each expe

S

rt

IS on a separate device) /

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity

https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

Alssues Addressed:

A Complexity oMoE

Top-1 greedy routing:Challenged the belief that we need

route to at least 2 experts for meaningful learning of router

(0]

A Communication cost

Improved Training Techniques:

ATraining Instability } 1. Differentiable load balancing logsoids router collapse)

2. Selective Precision

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

Alssues Addressed: Top-1 greedy routing:Challenged the belief that we need to
7 / route to at least 2 experts for meaningful learning of router

A Complexity oMoE

A Communication cost

Improved Training Techniques:
ATraining Instability } 1. Differentiable load balancing logsoids router collapse)
2. Selective Precision
3. Reduced initialization scale

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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Switch Transformer Layer

Alssues Addressed:

A Complexity oMoE

Top-1 greedy routing:Challenged the belief that we need o
route to at least 2 experts for meaningful learning of router

A Communication cost

ATraining Instability } 1. Differentiable load balancing logsoids router collapse)

Improved Training Techniques:

2. Selective Precision
3. Reduced initialization scale
4. Higher regularization of experts

Contentcredits Switch TransformersScalingo TrillionParameteiModelswith Simple and Efficier@parsity
https://www.youtube.conwatch?w=U8J32Z3qV8s&t=2816¢
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DeepSeekMoE
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