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What does Pretraining
accomplish?



Language Models as Text Completers

APretrained Language Models
are good atcompleting text.

In a shocking finding, scientist discovered a herd of unicorns living in a remote, previous
unexplored valley, in the Andes Mountains. Even more surprising to the researchers was
the fact that the spoke perfect English.

Model Completion (machine-written, 10 tries)

The scientist named the population, after their distinctive horn
Ovid’s Unicorn. These four-horned, silver-white unicorns were
previously unknown to science.

Now, after almost two centuries, the mystery of what sparked thi

odd phenomenon is finally solved.
Mountains when they found a small valley, with no other animals

or humans. Pérez noticed that the valley had what appeared to be
a natural fountain, surrounded by two peaks of rock and silver
Show.

Pérez and the others then ventured further into the valley. “By
the time we reached the top of one peak, the water looked blue,

1

with some crystals on top,” said Pérez.



Language Models as Text Completers

AFew-Shot and ICL capabilities

Zero-shot

The model predicts the answer given only a natural language
description of the task. No gradient updates are performed.

Translate English to French: task description
cheese => prompt
One-shot

In addition to the task description, the model sees a single
example of the task. No gradient updates are performed.

Translate English to French: task description

sea otter => loutre de mer example

cheese == prompt
Few-shot

In addition to the task description, the model sees a few
examples of the task. No gradient updates are performed.

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivrée

plush girafe => girafe peluche

cheese => prompt



Language Models as Text Completers

Q: How long does it take for newborn jaundice to go away?

Med-PalLM: Newborn jaundice is when a newborn baby's skin and eyes look yellow. It is
caused by a buildup of a substance called bilirubin in the baby's blood. Bilirubin is a
byproduct of the normal process of red blood cells breaking down. Newborn jaundice is
common and typically harmless, but it can be a sign of a more serious condition. The
——>|jaundice typically goes away on its own within a few weeks. In some cases, it may last
longer or require treatment. The time it takes for the jaundice to go away can vary
depending on the cause and the severity of the jaundice. If the jaundice is severe or
lasts longer than a few weeks, the doctor may recommend testing or treatment to
determine the cause and prevent complications.

async function isPositive(text: string): Promise<boolean> {
const response = await fetch( http://text-processing.com/api/sentiment/", {
method: "POST",
body: *text=${text}",

APLMs encodeworld knowledge neaders: <

"Content-Type": "application/x-www-form-urlencoded",

[ world models b

nst json = await response.json();
return json.label === "pos";

}




How to follow Instructions?

AWe know how tocomplete text, but how to:

How can | help you today?




What do we want? Alignment

AWhat is Alignment? @ R N U Rutgditbenhfaviobrr to user intentions.

AExamples of User Intentions?
A Solve Multiple tasks
A Follow User Instructions
A Converse with Humans
A Adhere to Human Values

AHow to Align? Finetune, InContext Learning



Principles of Aligned Al

Language Models should bef(Askell et al. 2021)

AHelpful: Follow diverse instructions & complete tasks, ask clarifications.
Example: Coherence, Creativity, Relevance

AHonest: Accurate Information, Calibrated, No Hallucination

AHarmless: Avoid Offensive & bad behaviour, refusal, modesty & care


https://arxiv.org/abs/2112.00861

How to train
Aligned Al?



Aligning Language Models - Simple

AAssume we have access to pretrained Language Model.

AHow can Language Models perform Multiple Tasks?
ATrain on multi-task data!

AHow can Language Models follow User Instructions?
ATrain on Instruction Data!



Instruction Following: FLAN

ARepurpose existing datasets for instruction following, and finetune!

Instruction finetuning

[ What is the boiling point of Nitrogen?
T

Chain-of-thought finetuning

The cafeteria had 23 apples
originally. They used 20 to
make lunch. So they had 23 -
20 = 3. They bought 6 more
apples, so they have 3 + 6 =9.

The cafeteria had 23 apples. If they
used 20 for lunch and bought 6 more,

how many apples do they have? Language
= model

N~




Instruction Following: FLAN

ARepurpose existing datasets for instruction following, and finetune!

Instruction finetuning

Template Instructions

Please answer the following question.
What is the boiling point of Nitrogen?

A

Chain-of-thought finetuning

Answer the following question by

reasoning step-by-step. The cafeteria had 23 apples

originally. They used 20 to
make lunch. So they had 23 -
20 = 3. They bought 6 more
apples, so they have 3 + 6 =9.

The cafeteria had 23 apples. If they
used 20 for lunch and bought 6 more,

how many apples do they have? Language
= model

N~




Instruction Following: FLAN

ARepurpose existing datasets for instruction following, and finetune!

Instruction finetuning

Please answer the following question.
What is the boiling point of Nitrogen?

A

Chain-of-thought finetuning

Answer the following question by

reasoning step-by-step. The cafeteria had 23 apples

originally. They used 20 to
make lunch. So they had 23 -
20 = 3. They bought 6 more
apples, so they have 3 + 6 =9.

The cafeteria had 23 apples. If they
used 20 for lunch and bought 6 more,

how many apples do they have? Language

=~ model
Multi-task instruction ﬁnetunin

N~




Instruction Following: FLAN

ARepurpose existing datasets for instruction following, and finetune!

Instruction finetuning

Please answer the following question.
What is the boiling point of Nitrogen?

A

Chain-of-thought finetuning

Answer the following question by

reasoning step-by-step. The cafeteria had 23 apples

originally. They used 20 to
make lunch. So they had 23 -
20 = 3. They bought 6 more
apples, so they have 3 + 6 =9.

The cafeteria had 23 apples. If they
used 20 for lunch and bought 6 more,
how many apples do they have?

S~

Language
model

N~

Multi-task instruction finetuning (1.8K tasks)

Inference: generalization to unseen tasks
Geoffrey Hinton is a British-Canadian

computer scientist born in 1947. George
Washington died in 1799. Thus, they
could not have had a conversation
together. So the answer is “no”.

Q: Can Geoffrey Hinton have a
conversation with George Washington?

Give the rationale before answering.




Instruction Following:

AGiven a set of prompts, collect
Human Demonstrations

INStructGP T

Collect demonstration data,
and train a supervised policy.

A promptis

sampled from our
prompt dataset.

Explain the moon

A labeler
demonstrates the
desired output
behavior.

oooooooooooo



Instruction Following:

ATrain on <Prompt, Demonstrations>

INStructGP T

Collect demonstration data,
and train a supervised policy.

A promptis
sampled from our e e
prompt dataset. landing to a 6 year old

|
Y
A labeler

demonstrates the

desired output

. &
beha\nor. Some people went
to the moon...
I
\J
This data is used e
to fine-tune GPT-3 2o
. . e
with supervised W
learning. 2



Instruction Following:

ADiverse Prompts and Instructions

INStructGP T

Table 1: Distribution of use
case categories from our API

prompt dataset.

Use-case (%)
Generation 45.6%
Open QA 12.4%
Brainstorming  11.2%
Chat 8.4%
Rewrite 6.6%

Summarization 4.2%
Classification 3.5%

Other 3.5%
Closed QA 2.6%
Extract 1.9%
SFT Data
split  source size
train  labeler 11,295

train
valid
valid

customer 1,430
labeler 1,550
customer 103

Collect demonstration data,
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used
to fine-tune GPT-3
with supervised
learning.

Explain the moon
landing to a é year old

|
Y

)

Z

Some people went
to the moon...



Instruction Following: Example

prompt  Explain the moon landing to a 6 year old in a few sentences.

Completion GPT-3

Explain the theory of gravity to a 6 year old.
Explain the theory of relativity to a 6 year old in a few sentences.
Explain the big bang theory to a 6 year old.

Explain evolution to a 6 year old.

InstructGPT

People went to the moon, and they took pictures of what they saw, and
sent them back to the earth so we could all see them.



High Generalization of IFT

We’ve seen some evidence that InstructGPT generalizes ‘following instructions’ to
settings that we don’t supervise it in, for example on non-English language tasks and
code-related tasks. This 1s an important property because it’s prohibitively expensive to have
humans supervise models on every task they perform. More research 1s needed to study how



Instruction Finetuning IS
great!

Why Is that not enough ?



Limitations of Instruction Finetuning

A Collecting Human Demonstrations is expensive
A Eg Write an adventurous story.

A Not all tasks have single right answer.
A Eg Write a creative story.

A Not Learning from Negative Data
A Eg What not to do in a story.

A All mistakes are penalized equally.
A Eg adventure story-> thriller song

A Lack of Exploration
A Eg Write an engaging story.



Limitations for Instruction Finetuning

-~

o

xcUNec¢cNUW~YIT WGGR
our notions of human preferences.

We need to incorporate human
preferences in training !

(HF: Human Feedback)

~

un

/




Step1

RLHF Overview

Collect demonstration data
and train a supervised policy.

Apromptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

f "l

o/
Explain reinforcement
learning to a 6 year old.

;

o)

4

We give treats and
punishments to teach...



Step 1

Collect demonstration data
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

r N
x/
Explain reinforcement

learning to a 6 year old.

;

o)

4

We give treats and

punishments to teach...

RLHF Overview

Step 2

Collect comparison data and
train a reward model.

A prompt and r}
"~
several model Explain reinforcement
outputs are learning to a 6 year old.
sampled.
'".SA?L?;Z?EE"‘ Explain rewards...
agentis...
In gne We gig\s and
learning... Dunl::;\:‘r.l.ts to
A Y S
A labeler ranks the
outputs from best
to worst. 0-0-0-0
RM
This data is used e
5 [ ) [ ) ( J
to train our \}SX./

reward model.



Step

Collect demonstration data
and train a supervised policy.

Apromptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

~
L

Explain reinforcement

learning to a 6 year old.

;

o)

4

We give treats and

punishments to teach...

RLHF Overview

Step 2

Collect comparison data and
train a reward model.

A prompt and ]'3
~
several model Explain reinforcement
outputs are learning to a 6 year old.
sampled.
In reinf(_:rcemem Explain rewards...
agent \s
In machine We girve treats and
learning... pul nl::ﬂ::fts to
o Y J
A labeler ranks the
outputs from best
to worst. 0-0-0-0
RM
This data is used ‘/’/?.g{\‘
to train our W
reward model.
0-0-0-0

Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A new prompt is
sampled from
the dataset.

The PPO modelis
initialized from the
supervised policy.

The policy generates

an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

A~

Write a story
about otters.




RL & Human Feedback

Aldea is to leverage some form of Human Feedback to align models.

AOnline collection of human feedback on model outputs is expensive

AA better approach: Learn a Proxy of human preferences aka Reward Model

AHow to train LM? Use an RL Algorithm to optimize against Reward Model



RL & Human Feedback

Aldea is to leverage some form @f Human Feedback to align models.

AOnline collection of human feedback on model outputs is expensive

AA better approach: Learn a Proxy of human preferences(aka Reward Mydel

AHow to train LM? Use ap'RL Alg@ to optimize against Reward Model




RLHF Overview

1. Human Feedback

2. Reward Model

3. RL Algorithm

Step 2

Collect comparison data and

train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks the
outputs from best
to worst.

This data is used
to train our
reward model.

~
L

Explain reinforcement
learning to a 6 year old.

0 o

tnreinforcement Explain rewards...

learning, the
agentis.

cJ o

inmachine We give treats and

learning. punishments to
teach.

7

O

0-0-0-0

Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A new prompt is
sampled from
the dataset.

The PPO model is
initialized from the
supervised policy.

The policy generates
an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

=~

Write a story
about otters.




Recap Slide

AGoal: Train analigned chatbot, that follows human instructions,
follows 3H principles, performs well on subjective tasks.

ABaseline: Collect desired Instruction Data by hiring annotators,
and train model on it. Also called SFT (Supervised Finetuning)

ARLHF:SFT has limitations. To encode human values, train model
using RL by collecting humareedback.
3 components: 1) Human Feedback 2) Reward Mode| 3) RL



RLHF Overview: SFT Training

|

Summarize
Harry Potter
in 10 lines.

L

about young wizard
YIEYSR X

Harry Potter is series X&
of fantasy noves} / \

Human Demonstrations
are Expensive S



RLHF Overview: HITL Training

Stealing from]

> | grocery store is -
@S NEB é)\JVLJfSZ X ® |

Human Annotators

How to steal
from grocery

store?

Human in lLoop
is still Expensive $



RLHF Overview: RLHF Training

Stealing from]
> | grocery store is

JS NE é)\JYLJfSZ X ® |

. ‘ Reward @ e

How to steal /)K\ ”:"e' . .

from grocery ® [ ® ® o )
store? \W et i

" "o Y

@

Replace Humanswith
RewardModel



RLHF Overview: RLHF Training

o How to train
Stealing from Rﬁwaﬁd H\VIQdeID

»| grocery store is -
‘ L@SNJ% é)\JVLJf Sz ®

v
. . Reward @ ®
How to steal /XK\ M:del : :
from grocery ® o ® © © o "
store? \W : : | :
" "o <\,
? [ J ®




RLHF Overview: RLHF Training

Stealing from

»| grocery store is -
‘ L@SNJé éAJVLJf Sz ®

v
. . Reward @ e .
Model
How to steal / \N ° o
O @ @
from grocery ) [ ) [ B . 3 . ﬂlumun Annotators \
store? \W e o o v
[ [ @
‘ ‘ ® ® Harry Potter
A v - is saries 0
: - il afe
\
\
[

Reward

RL TTraining J Modeling




Components of RLHF

AHuman Feedback



Human Feedback

AHuman Feedback is collected onmodel-generated output(s)
ATypes of Human Feedback: Yes/No, Ratin@reference, Language.

ACharacteristics of Good Feedback:
Alnformative
AEasy to Collect
AWell-Callibrated
AEasy to Train



What Human -Feedback to choose?

4 )
Explain RL to a
6 year old
\_ J

=L

Imagine you have a pet robot

much at first, but you can teach it

named Robo. Robo doesn't know
G2 R2 UGKAYy3Iaxoo




What Human -Feedback to choose?

-

-

Explain RL to a

6 year old
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Rating Feedback

LRI

— @ 0 _0

R

=L

much at first, but you can teach it

Imagine you have a pet robot
named Robo. Robo doesn't know
G2 R2 UGKAYy3Iaxoo




What Human -Feedback to choose?
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Explain RL to a

6 year old
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Rating Feedback

LRI
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much at first, but you can teach it

Imagine you have a pet robot
named Robo. Robo doesn't know
G2 R2 UGKAYy3Iaxoo




What Human -Feedback to choose?

-

-

~

Explain RL to a

6 year old

J

Rating Feedback

- Noisy: A

- Easy tocollect: (4

- Easy totrain: [

=L

Imagine you have a pet robot

much at first, but you can teach it

named Robo. Robo doesn't know
G2 R2 UGKAYy3Iaxoo




What Human -Feedback to choose?

4 ) Imagine you have a pet robot
: / \ R named Robo. Robo doesn't know
Explain RL to a : . " | much at first, but you can teach it
6 year old \SX
N y, \ ® ./

G2 R2 UGKAYy3Iaxoo

Rating Feedback Language Feedback

- Noisy: A '=.: 3 - '=. ~N

- Easy tocollect: 4 ‘ : The output is
° . for children!

- Easytotrain: [ «im -




What Human -Feedback to choose?

4 ) Imagine you have a pet robot
: / \ R named Robo. Robo doesn't know
Explain RL to a g

. much at first, but you can teach it
6 year old . . .

\SX 02 R2 UKAY3IaAXDD
g ) \ /
® 0

Rating Feedback Language Feedback

- Noisy: A & - 3 - Informative: [ ‘ ~N

- Easy tocollect: 4 ‘ : - Easy tocollect: X The output i
no er)gaglr:g

- Easy totrain: [ & : - Easy totrain: X orenidren




What Human -Feedback to choose?

Imagine you have a pet robot
named Robo. Robo doesn't know
much at first, but you can teach it

4 )
ExplanRLtoa |
6 year old
\_ J

R2

GKAYyIaxoo

/M i 2

\W

Reinforcement Learning is a
complex topic taught in graduate

courses. Explaining toGyearold
IS not possible.

Rating Feedback
- Noisy: A

- Easy tocollect: (4

- Easy totrain: [

Language Feedback

- Information: [4 °

- Easy tocollect: ){ | The outputis
not engaging
for children!

- Easytotrain: X\

~

/




What Human -Feedback to choose?

4 )
ExplanRLtoa |
6 year old
\_ J
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Imagine you have a pet robot
named Robo. Robo doesn't know
much at first, but you can teach it

GKAYyIaxoo

/)?5\\

courses. Explaining toGyearold

\W Reinforcement Learning is a
complex topic taught in graduate

IS not possible.

Rating Feedback
- Noisy: A

- Easy tocollect: (4

- Easy totrain: [

Language Feedback

- Easy tocollect: ){ | The outputis
not engaging

for children!

- Easytotrain: X \_

- Information: [2 o

J

Preference Feedback

- Calibrated: ™~ .

- Easy tocollect:

- Easy totrain: [2 .




Preference -Based Human Feedback

. . [ Response A ]
i Explain RL t A /M / ®
Xg 32; 0|0|O T O O ® ® K Responses
%7~ .
: g . . [ Response D ]

Preference Feedback
- Calibrated: v

- Easy tocollect: [

- Easy totrain: [




What Human -Feedback to choose?

[ Response A

- N /.)?si\ _

Explain RL to a
6 year old . . .

FETNT

[ Response D

Preference Feedback
- Calibrated: ~ ‘: [A] >[g >@ >

- Easy tocollect: [4

- Easy totrain: [




What Human -Feedback to choose?

. . [ Response A ]
4 )
ExplainRLtoa | ./).K\. / :
6 year old
) )NV N = —
Response D
Preference Feedback
- Calibrated: ~ [A] >@ >@ >

- Easy tocollect: [ > , @ >@ , {A}> [E] F& pairwise

- Easy totrain :

v preferences




Quality Control on Human Feedback

AHow to evaluate?
AAgreement with Expert Annotators
AlInter-Annotator Agreement Correlation Coefficient

ALabeller Screening:Competent & Agreement w/ Researchers
ACan You see an Issue?

AProvide precise and higkguality instructions to Labellers.



Components of RLHF

AReward Model



Reward Model: Modelling Preferences

AWe have collected preferencebased feedback.
AHow can we model feedback?

AWe need a reward model, that given an input x and language
model response y, outputs a scalar reward value.



Reward Model: Modelling Preferences

AWe have collected preferencebased feedback.
AHow can we model feedback?

AWe need a reward model, that given an input x and language
model response Yy, outputs a scalar reward value.

- ~\ @eward O ) \
Imagine you have a pet robot Model o )
named Robo. Robo doesn't ® @ ®
2 é YdZéK | l:l -'Fi\ ¥ @ O O o T Ny o\ r e
LY )M . . . o { Ymmmmla}) Q
@ O ®
( ) ® ®
. @ @®
Explain RL to & year old . o

. J




Reward Model: Modelling Preferences

4 )
Explain RL to a
6 year old
\_ J

Imagine you have a pet robot

named Robo. Robo doesn't know
much at first, but you can teach it
G2 R2 UGKAYy3IaXoo

Reinforcement Learning is a
complex topic taught in graduate
courses. Explaining toGyearold
IS not possible.
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Reward Model: Modelling Preferences

-

-

~
Explain RL to a

6 year old .

J

Bradley-Terry Model:
ae

Imagine you have a pet robot

named Robo. Robo doesn't know
much at first, but you can teach it

/Lz R2 GKAYyIaxXoo
Reinforcement Learning is a
complex topic taught in graduate

QAR oy
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Sample

A

Winning
Sample

courses. Explaining toGyearold
IS not possible.
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Reward Model: Modelling Preferences
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~
Explain RL to a

6 year old .
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Bradley-Terry Model:
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Imagine you have a pet robot

named Robo. Robo doesn't know
much at first, but you can teach it
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courses. Explaining toGyearold
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Reinforcement Learning is a
complex topic taught in graduate
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Reward Model: Modelling Preferences

Imagine you have a pet robot
named Robo. Robo doesn't know
much at first, but you can teach it

- ~ M /Lz R2 GKAYJAXODD

Explain RL to a

6 year old . . .

\_ Y, \W Reinforcement Learning is a
. . complex topic taught in graduate @

courses. Explaining toGyearold
IS not possible.
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Reward Model: Modelling Preferences

Imagine you have a pet robot
named Robo. Robo doesn't know
much at first, but you can teach it

- ~ M /Lz R2 GKAYJAXODD

Explain RL to a

6 year old . . .

\_ Y, \ / Reinforcement Learning is a
. . complex topic taught in graduate @

courses. Explaining toGyearold
IS not possible.

/[ Models of Human ]\
Preference U oo n m

Bradley-Terry Model [1952]: { L~ |
a €@ D Ofrpyx O€Q0 (o) 1 (chw)
I N\ P RO KixUY 4 131 K+ L
Losing ~ Winning Reward Reward

Sample  Sample



Reward Model: Reqguirements

Generalization

ARM should generalize to new
1) prompts & 2) LM outputs




Reward Model: Reqguirements

Generalization =0 @0 @@ @OFEEEEE

5\0.80-
S |Humanbaseline ________________________
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@© 16k
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AGeneralization Improves with = 2%
Alncreasing Model Size 0ok, " o
Alncreasing Data Size Model size

Evaluation on Held -Out Test Labellers



Reward Model: Reqguirements

Generalization

AGeneralization Across Rewards

Accuracy vs Reward Value

0.70 -
0.68 A

>
-
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o
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¥
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Lower Score Threshold

RM should generalize to both low &
higher reward outputs
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Reward Model: Reqguirements

-
o

Generalization
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Fraction preferred to ref

0 2 5 10 25 75 250
Training Progress
RM should generalize as LM gets better

AGeneralization Across Rewards



Components of RLHF

AReinforcement Learning



Single Step of Training

-
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~

Explain RL to a

6 year old

LR

— @ 0 _0

J

¥

Language Model

How to update LM
using scalar value?

ofjo|

Imagine you have a pet robot
named Robo. Robo doesn't know
much at first, but you can teach it
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RL

reward r
state s

policy " ;(als) or p(als)

Environment

Objective: optimize E ,(r(s,a))

action a



RL for LLMs

policy " ;(als) or p(als)

Agent
(LLM)

reward r action a

State s
Environment
(R.M.)

Objective: optimize E ,(r(s,a))




RL for LLMs

policy: softmax(next token)

Agent
(LLM)

reward r action a: next token

State s
Environment
(R.M.)

Objective: optimize E ,(r(s,a))




RL for LLMs

policy: softmax(next token)

reward r _ _ action a: next token
states state s: token history

Environment

(R.M.)

Objective: optimize E ,(r(s,a))



RL for LLMs

policy: softmax(next token)

reward r _ action a: next token
state s: token history

Environment

(R.M.)

Objective: optimize E, ¢ - || minpueF(OUTPUL))



Using RL to update Model

AOur objective is to optimize: E;_,, [R(8)] . where—A OA

LM parameters, R is reward model, is prompt, i 8 model output.



Using RL to update Model

AOur objective is to optimize: E;_,, s [R(8)] —Aie
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ACan we use gradient ascent?
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AOur objective is to optimize: E;_,, s [R(8)] —Aie

LM parameters, R is reward model, is prompt, i 8 model output.

ACan we use gradient ascent?
Oiv1 =0+ VQtIE§~p9f(s) [R($)]



Using RL to update Model

AOur objective is to optimize: E;_,, s [R(8)] —Aie

LM parameters, R is reward model, is prompt, i 8 model output.
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Using RL to update Model

AOur objective is to optimize: Espy(s)

LM parameters, R is reward model, is

ACan we use gradient ascent?

Oiv1 =0+ VQtIE§~p9t(s) [R($)]

R(3)] @R

prompt, i B8 model output.

What if our reward

How do we estimate / \ function is non-

this expectation??

differentiable??

ARLto Rescue! Policy Gradient Methods iiRLhelp in estimating the

objective.
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Simple Introduction to REINFORCE

AWe want to obtain (defn. of expectation) (linearity of gradient)

VoBs-po(o)[RE)] = Vg ) R()Pa(s) = ) R(s) Vopp(s)

A Here we'll use a very handy trick known as the log-derivative trick. Let’s try taking the
gradient of log pg(s)

Vg log pg(s) = Voo (s) = Vgpe(s) = pg(s) Vylogpy(s)

pe(s)
(chain rule) This is an
£ Plug back in: expectation of this

Z R(s) Vgpg(s) = Z Po(S)R(s) Vg log pg(s)

= Egp,s)[R(3) Vg log pg(8)]




Simple Introduction to REINFORCE

ANow we have put the gradient “inside” the expectation, we can approximate this
objective with Monte Carlo samples:

m
A X X 1
VoEs-pg(s) [RGB = Esepy(s) [R(S) Vg log pe(3)] = az R(s;) Vg log pg(s;)
i=1



Simple Introduction to REINFORCE

ANow we have put the gradient “inside” the expectation, we can approximate this
objective with Monte Carlo samples:

m
A X X 1
VoEs-pg(s) [RGB = Esepy(s) [R(S) Vg log pe(3)] = az R(s;) Vg log pg(s;)
i=1

m
1
Giving us the update rule: Orq:= 0; + aaz R(s;) Vg, log po, (si)
i=1



Simple Introduction to REINFORCE

ANow we have put the gradient “inside” the expectation, we can approximate this
objective with Monte Carlo samples:

m
A A A 1
VoEs-pg(s) [RGB = Esepy(s) [R(S) Vg log pe(3)] = az R(s;) Vg log pg(s;)
i=1

Take gradient steps
If R is +++ to maximize pg(s;)

1< /
Giving us the update rule: Orq:= 0; + aaz R(s;) Vg, log po, (si)
i=1



Simple Introduction to REINFORCE

ANow we have put the gradient “inside” the expectation, we can approximate this
objective with Monte Carlo samples:

m
A A A 1
VoEs-pg(s) [RGB = Esepy(s) [R(S) Vg log pe(3)] = az R(s;) Vg log pg(s;)
i=1

Take gradient steps
If R is +++ to maximize pg(s;)

1% /
Giving us the update rule: Orq:= 0; + aaz R(s;) Vg, log po, (si)
i=1 /" \

If R is --- Take steps to
minimize pg(s;)



Simple Introduction to REINFORCE

ANow we have put the gradient “inside” the expectation, we can approximate this
objective with Monte Carlo samples:

m
A A A 1
VoEs-pg(s) [RGB = Esepy(s) [R(S) Vg log pe(3)] = EZ R(s;) Vg log pg(s;)
i=1

This is why it’s called “reinforcement Take gradient steps
learning”: we reinforce good actions, If R is +++ to maximize pg (s;)
increasing the chance they happen again. /

m

1
Giving us the update rule: Orq:= 0; + aaz R(s;) Vg, log po, (si)

=7

If R is --- Take steps to
minimize pg(s;)
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RLHF: Putting Together

AHuman Feedback Collection:
ASample a prompt and generate LM Outputs
AHuman Annotators provide Feedback

AReward Model Training:
Ge@D Qrpyx |71,C (o) 1 (chw)
ARL Training:
ASample a prompt, Generate Output From LM _
Idea: RL model should not dewate}

AUse Reward Model to get Scalar Value much from Pretrained LM
A Optimize LM using suitable RL Algorithm: / Sol : KL Divergence Penalty, to

reduce reward hacking.

R(s) = RMy(s) 100q i@ |



How to train ChatGPT from scratch?

Low quality data High quality data i Human feedback RLHF
Text Demonstration : Comparison
| Prompts
e.g. Internet data data | data
o . : Trained to give Optimized to generate
Optimized for Finetuned for ' a scalar score for responses that maximize
text completion dialogue ' (prompt, response) scores by reward model
Language Supervised | e Reinforcement
guag —> UPervi: . —> Classification :
modeling finetuning | Learning
Pretrained LLM —— SFT model  —— Reward model —— Final model
Scale >1 trillion 10K - 100K 100K - 1M comparisons 10K - 100K
May ‘23 tokens (prompt, response) (prompt, winning_response, losing_response) prompts
Examples  GPT-x, Gopher, Falcon, Dolly-v2, Falcon-Instruct InstructGPT, ChatGPT,
Bolded: open  LLaMa, Pythia, Bloom, Claude, StableVicuna

sourced StableLM



© Collect human feedback

A Reddit post is
sampled from
the Reddit
TL;DR dataset.

Various policies
are used to
sample a set of
summaries.

Two summaries
are selected for
evaluation.

A human judges
which is a better
summary of the
post.

l !

_:‘L_:

1
v

\)

“] is better than k”

RLHF Overview

© Train reward model

One post with
two summaries
judged by a
human are fed
to the reward
model.

The reward
model
calculates a
reward r for
each summary.

The loss is
calculated based
on the rewards
and human label,
and is used to
update the
reward model.
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loss = log(ofr,- r,))

I

“j is better than k”

a

T

© Train policy wit

A new post is
sampled from the
dataset.

The policy it
generates a
summary for the
post.

The reward
model calculates
a reward for the
summary.

The reward is
used to update
the policy via
PPO.
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Training with

Terminology

agent
environment

goal

episode

steps /

action a,

state s, environment

reward r,

trajectory 7

policy

advantage A,

value function V¢




REINFORCEA PPO: Value Function
(token level)

Training with

( Terminology x

V,(s, = beep boop bop)
V¢(S2 = To find Out) medium value

Vy(s, = Answer is 72)




REINFORCEA PPO: Value Function

The Value Function

Vis)=E,_, [rt+ Vg + ..o+ rTlst]

aardvark ..
able
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s, = beep boop bop




REINFORCEA PPO: Value Function

The Value Function

Vis)=E,_, :rt +yr ..y St]

V(s) =E,., |Gls] (G, = total discounted return)

LVF = (qu(st) _ Gr)2




REINFORCEA PPO: Value Function

Training with

Terminology

agent

environment

goal

episode

steps

action g,

state s, environment

reward 7,

trajectory 7

policy

advantage A,

value function V¢




REINFORCEA PPO: Advantage Function



