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Attention & Transformer Encoder



Issues with RNNs ς Linear Interaction Distance













































RNN not efficiently parallelizable



Issues with RNNs ς Lack of Parallelizability
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Attention



Sentence Representation

¸ƻǳ ŎŀƴΩǘ ŎǊŀƳ ǘƘŜ ƳŜŀƴƛƴƎ ƻŦ 
the whole *%#@ing sentence 
in a single *%#@ing vector.

ÅEncoding a single vector is too restrictive.
Instead of producing a single vector for the sentence, 
produce one vector for each word. 

ÅBut, eventually need 1 vector. 
Multiple vectors Ą Single vector
Sum/Avg operators give equal importance to each input

ÅWe dynamically decide which input is more/less 
important for a task. 

ÅCreate a weighted sum to reflect this variation: Attention

Åquery (q): decides importance of each input 
attention weights (h i): normalized importance of input
unnormalized attention weights (hi): intermediate step to 
compute h i

attended summary: weighted avg of input with h weights



LSTM Encoder

Encoder
         (Bi-LSTM or any other)

;
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Building Block: Attention = Weighted Sum

Ὤȡ ÅÎÃÏÄÅÒὼȡ

h1 h2 h3 h4 h5

Need to convert his to z

z
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Building Block: Attention = Weighted Sum
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Building Block: Attention = Weighted Sum
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Attention: Encoding

ᾀ ‌ȢὬ

Ὤȡ ὩὲὧέὨὩὶὼȡ

‌ ÓÏÆÔÍÁØ‌ȟȣȟ‌

‌ ‰ ήȟὬ

what is ‰ ? what is q?



Attention Functions ‰

ÅBahadanau Attention: ‰ ήȟὬ ÕȢÇ7Ñ 7È Â   //g is non-linearity

ÅLuong Attention: ‰ ήȟὬ ÑȢÈ

ÅScaled Dot Product Attention: ‰ ήȟὬ
Ȣ

ÅBilinear Attention: ‰ ήȟὬ ÈἥÑ

ÅReduced Rank Multiplicative Attention (hU)(Vq) 
ÅU has dim d1xk, V has dim kxd2, k << d1, d2



Additive vs Multiplicative

d is the dimensionality of q and h

Scaled dot product attention

tŀǇŜǊΩǎ WǳǎǘƛŦƛŎŀǘƛƻƴΥ

To illustrate why the dot products get 
large, assume that the components of q 
and h are independent random 
variables with mean 0 and variance 1 Ą 
Then their dot product, q · h has mean 0 
and variance d



Attention: Encoding

ᾀ ‌ȢὬ

Ὤȡ ὩὲὧέὨὩὶὼȡ

‌ ÓÏÆÔÍÁØ‌ȟȣȟ‌

‌ ‰ ήȟὬ

what is q?



Attention and/vs Interpretation



Multi-head Key-Value Self Attention



Self-attention (single-head, high-level)

έThe animal didn't cross the street because it was too tired έ

There is no external query q.
The input is also the query.
Many approaches: 
https://ruder.io/deep-learning-nlp-best-practices/

Transformers: query q is another xj: ˒
att(xj,xi)
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Attention: Encoding (h Ą x)
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Attention: Encoding

‌ ‰ ήȟὼ

‌ ÓÏÆÔÍÁØ‌ȟȣȟ‌

ᾀ ‌Ȣὼ

Each vector (x)
playing two roles
(1) computing 

importance
(2) weighted sum 



Attention is a continuous way to do lookups



Key-Value Attention

ÅProject an input vector xi into two vectors
k: key vector     ki=xiW

K

v: value vector vi=xiW
V

ÅUse key vector for computing attention

 a˒tt(q,xi)= ˒ att(q,ki)= 
Ȣ

     //scaled multiplicative

ÅUse value vector for computing attended summary

ᾀ ‌Ȣὺ



Key-Value Self Attention

ÅProject an input vector hi into three vectors
k: key vector:       ki=xiW

K

v: value vector:    vi=xiW
v

q: query vector:   qi=xiW
Q

ÅUse key and query vectors for computing attention of ith word at word j

 a˒tt (hj;hi)=
Ȣ

     //scaled multiplicative

ÅUse value vector for computing attended summary ᾀ ‌Ȣὺ



Key-Value Single-Head Self Attention
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Key-Value Single-Head Self Attention

Separation of Value and 
Key and Query

Matrix multiplications 
are quite efficient and 
can be done in 
aggregated manner

Creation of query, key and 
value vectors by 
multiplying by trained 
weight matrices

Images from https://jalammar.github.io/illustrated-transformer/



Key-Value Single-Head 
Self Attention

Images from https://jalammar.github.io/illustrated-transformer/



Key-Value Single-Head Self Attention (Parallel View)

Images from https://jalammar.github.io/illustrated-transformer/



Self Attention is Parallelizable & solves linear distance issues

x1   x2                                                                                                                 xT 



Single Attention Head Ą Multiple Heads
ÅInstead of one attention head, we'll have lots of them!

ÅIntuition: each head might be attending to the context for different purposes
ÅDifferent linguistic relationships or patterns in the context

zi



Key-Value Multi-Head Self Attention

Images from https://jalammar.github.io/illustrated-transformer/



Multi-Head Attention

Images from https://jalammar.github.io/illustrated-transformer/



Multi-Head Attended Vector Ą Output

Images from https://jalammar.github.io/illustrated-transformer/

One for each attention head

One for each word



Key-Value Multi-Head Self Attention (summary)

Images from https://jalammar.github.io/illustrated-transformer/


