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Parameter Estimation

* Learn all the CPTs in a Bayesian Net

 Data 2 Model = Queries

* Key idea: counting!
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Optimization of Continuous Functions

 Discretization

— use hill-climbing

e Gradient descent

— make a move in the direction of the gradient
 gradients: closed form or empirical






Gradient Descent

Assume we have a continuous function: f(x;,X,, ...,Xy) =
and we want minimize over continuous variables X1,X2,..,Xn #
1. Compute the gradients for all i: 0f(X1,X5, ..., Xy) 10X
2. Take a small step downhill in the direction of the gradient:
Xi € Xi - AOf(X1,X,, ..., Xy) 10X
3. Repeat. l/’;//////'///’_’,ﬂf :\\\\\
i ;f ;" :‘./ ;// /7 'ﬁj:\\\ \‘\\ \‘\\_ \ \\“.\
* How to select A ()
— Line search: successively double N\ )/

— until f starts to increase again N——


http://upload.wikimedia.org/wikipedia/commons/d/db/Gradient_ascent_(contour).png
http://upload.wikimedia.org/wikipedia/commons/d/db/Gradient_ascent_(contour).png

Burglars and Earthquakes
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Earthquake

Counting
e s A i
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Earthquake

Counting
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Earthquake

Counting

e s A i
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P(a|& b) =7

= 100/120




Earthquake

Counting

2 R T
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= 50/250
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Earthquake

Counting
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Earthquake

Counting

e s A i
0 0 0 1000

0 0 1 10

0 1 0 20

0 1 1 100

1 0 0 200

1 0 1 50

1 1 0 0

1 1 1 5

Bad idea to have probasOor 1
* stumps Gibbs sampling
* low prob states become impossible
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Solution: Smoothing
Why?

— To deal with events observed zero times.
— “event”: a particular ngram

How?

— To shave a little bit of probability mass from the higher
counts, and pile it instead on the zero counts

Laplace Smoothing/Add-one smoothing
— assume each event was observed at least once.
— add 1 to all frequency counts

Add m instead of 1 (m could be > or < 1)



Earthquake

Counting w/ Smoothing
e B A %

0 0 0 1000+1
0 0 1 10+1

0 1 0 20+1

0 1 1 100+1
1 0 0 200+1
1 0 1 50+1

1 1 0 0+1

1 1 1 5+1
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ML vs. MAP Learning

 ML: maximum likelihood (what we just did)
— find parameters that maximize the prob of seeing the data D
— argmaxg P(D| )
— easy to compute (for example, just counting)
— assumes uniform prior

* Prior: your belief before seeing any data
— Uniform prior: all parameters equally likely

* MAP: maximum a posteriori estimate
— maximize prob of parameters after seeing data D
— argmaxg P(8|D) = argmax, P(D|8)P(6)
— allows user to input additional domain knowledge
— better parameters when data is sparse...
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— reduces to ML when infinite data



Example

Suppose there are five kinds of bags of candies:

10% are /11: 100% cherry candies

20% are hy: 75% cherry candies - 25% lime candies
40% are h5: 50% cherry candies - 50% lime candies
20% are h4: 25% cherry candies - 75% lime candies
10% are h:: 100% lime candies

Then we observe candies drawn from some bag: ®® oo 000000

What kind of bag is it? What flavour will the next candy be?

Learning Inference

Chapter 20, Sections 1-3



Full Bayesian learning

View learning as Bayesian updating of a probability distribution
over the hypothesis space

H is the hypothesis variable, values /1. /5. . . ., prior P(H)

jth observation d; gives the outcome of random variable D)
training data d =d4, . . .. dn

Given the data so far, each hypothesis has a posterior probability:

i.i.d

P(h;|d) = aP(d|h;)P(h;)
where P(dh;) is called the likelihood

Predictions use a likelihood-weighted average over the hypotheses:

P(X|d) =Y, P(X|d, h)P(hi|d) = 3 P(X

hi)P(h;|d)

No need to pick one best-guess hypothesis!

Chapter 20, Sections 1-3 3



Posterior probability of hypotheses

P(hy|d) ——a—
O 8 P(}f’g d) ...... . .....
. 1 7
P(hy | d) e o
Suppose there are five kinds of bags of candies:
10% are hq: 100% cherry candies
20% are hy: 75% cherry candies + 25% lime candies
O . 6 40% are ha: 50% cherry candies + 50% lime candies

20% are hy: 25% cherry candies + 75% lime candies
10% are h;: 100% lime candies
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Posterior probability of hypothesis
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True hypothesis eventually dominates...
probability of indefinitely producing uncharacteristic data 20



Prediction probability

P(next candy is lime | d)
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No need to pick one best-guess hypothesis!

Bayesian prediction is optimal
(Given the hypothesis prior,
all other predictions are less likely)

O
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Number of samples ind

Chapter 20, Sections 1-3

Predictions use a likelihood-weighted average over the hypotheses:

P(X|d) = D3 P(X\d, h;)P(h;|d) = D P(X|h;)P(h;|d)
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ML vs. MAP Learning

 ML: maximum likelihood (what we just did)
— find parameters that maximize the prob of seeing the data D
— argmaxg P(D| )
— easy to compute (for example, just counting)
— assumes uniform prior

* Prior: your belief before seeing any data
— Uniform prior: all parameters equally likely

* MAP: maximum a posteriori estimate
— maximize prob of parameters after seeing data D
— argmaxg P(8|D) = argmax, P(D|8)P(6)
— allows user to input additional domain knowledge
— better parameters when data is sparse...
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— reduces to ML when infinite data



