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We present the first analysis of diffusion on hypergraphs based on the Lovasz-Simonovits theory. We demon-
strate that an averaging-based diffusion operator is the appropriate generalization of the lazy random walk
diffusion on 2-graphs because the diffusion rapidly converges to its stationary state from any initial state.
By proving a Lovasz-Simonovits-like theorem for this diffusion, we show that the diffusion rate depends on
the hypergraph’s conductance. To use averaging-based diffusion for clustering, we define a generalization of
personalized page rank for hypergraphs, which we call “Averaging-based Personalized Page Rank for Hyper-
graphs” (APPRH). The fact that averaging-based diffusion is linear, unlike previous hypergraph diffusions used
for clustering in the literature, allows us to use the Forward Push algorithm to compute APPRH efficiently.
Using this method, we obtain theoretical bounds for the conductance of our clustering that are at least a
constant times better than the best-known bounds in the literature. We compare our algorithm A-HyrerCuT
against baselines on million-scale hypergraphs and find that our method is an order of magnitude faster while
being competitive regarding the conductance of the local clusters produced.
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1 INTRODUCTION

Finding groups of similar items in the dataset is a fundamental problem, generally called the classifi-
cation or clustering problem, that finds application across several domains. In graph-structured data,
the structural aspect of similarity becomes important. Cohesive/dense subgraphs are of interest
to the research community because they have many applications such as graph partitioning [4],
community detection [25, 33, 39], and image segmentation [22]. With the proliferation of massive
graph datasets, we often approach this problem “locally” because we have a small query set of
nodes and want to find a cohesive subgraph containing this set. The prevalence of such use cases
where the output set may be orders of magnitude smaller than the graph itself has given rise to the
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study of local graph clustering algorithms that began with the work of Spielman and Teng [48] and
now has a rich literature with many different kinds of techniques being used.

However, there are several important use cases where the graph model is not rich enough to
capture the relationships of the data items and the hypergraph generalization has to be used. For
example, Hwang et al. consider DNA samples taken from cancer patients and place a hyperedge
connecting all the genes expressed in each sample [31]. Not enough is known to construct pairwise
edges between individual genes. Local clustering here can help extend medical knowledge on which
genes are predictors of cancer. Tan et al. use hypergraph local clustering for music recommenda-
tion [50]. In this case, they use certain acoustic similarity relationships that extend to multiple
pieces of music and cannot be restricted to pairs, thereby making the graph formalism invalid and
naturally suggesting hypergraph formalism. Zhou et al. used local clustering to detect themes in the
research literature and argued for using the hypergraph formalism [53]. They consider each paper
as a node and place a hyperedge containing all the papers co-authored by a particular researcher,
arguing that this was a critical piece of information that cannot be represented by 2-graphs, i.e., the
usual notion of graphs, because simply placing an edge between two papers because they share a
co-author loses group information which may be relevant. In our experimental analysis we will
present a few other datasets where the hypergraph formalism is more appropriate than reducing
the data set to a 2-graph.

Local clustering in 2-graphs is often done by computing the personalized page rank (PPR) vector
of the nodes of the graph concerning a query set [4, 5, 48]. In the case of 2-graphs, this can be
viewed as the stationary distribution of a random walk that begins from the query set of nodes
and resets itself to its starting distribution at every step with some probability. Nodes with the
highest PPR value are candidates to be clustered along with the query nodes. To maximize the
cohesiveness of the cluster computed, a popular metric used is the cluster conductance [38], which
is a measure of the number of edges going out of a cluster normalized by the sum of degrees of
the nodes in the cluster. Algorithms that seek to minimize the conductance of the cluster, e.g.,
Nibble proposed by [48], work by sorting the PPR vector in descending order and outputting the
prefix of the sorted vector that has minimum conductance, the so-called “sweep cut”. The theory
developed by Lovasz and Simonovits [42, 43] provides bounds on the conductance of the sweep cut.
To efficiently compute the PPR vector Andersen et al. [4] leveraged the linearity of the random
walk diffusion to define the Forward Push method. Since the work of Zhang et al. [52] state of the
art algorithms for computing PPR have been based on this method even for dynamic graphs.

However, carrying over this program to hypergraphs has faced two major challenges that we have
overcome in this paper. Firstly, due to the absence of a Lovasz-Simonovits theorem for hypergraphs,
it has been difficult to demonstrate provable conductance bounds on the proposed methods. This
problem was partly overcome by Takai et al. [49], who defined a PPR based on a non-linear diffusion
and used the Lovasz-Simonovits theorem for 2-graphs to prove a conductance bound on the local
cluster derived from it. The major contribution of our paper is a Lovasz-Simonovits theorem for
a linear diffusion on hypergraphs that was known in the literature as averaging diffusion. Using
this theorem we are able to prove better conductance bounds for the clusters produced by PPR
defined on the averaging diffusion. The second problem faced by previous proposals like that of
Takai [49] and that of Chan et al. [18] is that since the diffusions defined are not linear, they are not
able to utilize the forward push method. Since the averaging-based diffusion is linear, we are able
to provide an extremely efficient algorithm that significantly outperforms all previous methods.

Our paper carries significant theoretical novelty, particularly the first Lovasz-Simonovits for
a hypergraph diffusion. Beyond that, we show that our theoretical innovations translate into
substantial improvements in real data. We performed an extensive experimental analysis using
datasets of a larger scale than have been used in the literature. We found, for example, that on
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hypergraphs with ~ 3M vertices and ~ 10M edges, our algorithm, A-HyPERCUT, is an order of
magnitude faster than all baselines. The conductance of the output clusters is better than all
baselines except that of the algorithm LocALCLUSTERING given by Takai et al. [49]. However, if
a slightly larger output cluster size is allowed, this can be matched on almost all data sets. Our
contributions in summary are:

e We prove a Lovasz-Simonovits Theorem for a linear diffusion process, averaging-based
diffusion [8], on hypergraphs.

o We define Averaging-based Personalized PageRank for Hypergraphs (APPRH) using averaging-
based diffusion, and we show that the Forward Push approach converges to the stationary
solution of this personalized PageRank.

e To compute APPRH using a Forward Push-based approach, we devise an efficient Averaging-
based Hypergraph Clustering algorithm, A-HypERCUT, and use our Lovasz-Simonvits Theo-
rem for hypergraphs to prove conductance bounds on the clusters produced.

e We compared A-HYPERCUT to 4 different baselines on several hypergraph datasets, the
largest of which has around 10M hyperedges, and show that it significantly outperforms the
baselines in terms of efficiency while producing clusters with conductance comparable to the
LocALCLUSTERING algorithm given by Takai [49].

2 RELATED WORK

Hypergraph clustering. Although there are several applications of hypergraph local clustering
in areas as diverse as cancer prediction [31], music recommendation [50] and community detec-
tion [53], the major thread of work on hypergraph clustering has focussed on global partitioning,
i.e., partitioning the hypergraph based on its overall hypergraph structure [26-28, 35, 36] with
application in areas like VLSI design [35] and scientific computing [15]. Most of these methods
proceed by first converting the hypergraph to a 2-graph using either the clique expansion [2, 54]
or the star expansion [53, 54] (c.f. Sec 6.2 for an explanation of these two expansions) and then
applying a 2-graph clustering method on this expansion. This leads to inefficiencies, as we will
show ahead, and also to information loss [53]. A detailed discussion on these expansions and their
algebraic relationships to hypergraph Laplacians can be found in [1]. Takai et al. were the first to
approach hypergraph clustering without taking recourse to 2-graph expansions [49]. They tried to
adapt to hypergraphs a paradigm that has worked well for local clustering in 2-graphs: Define a
notion of Personalized Page Rank and find local clusters based on sweep cuts. We will discuss this
paradigm in greater detail below since our work also falls within it. We note that the notion of PPR
introduced by Takai et al. [49] is based on a diffusion that is not linear, has algebraic properties
that are not intuitive, and requires solving a differential equation to compute.

Local clustering of 2-graphs. Supervised local clustering of 2-graphs is a vast area (c.f. [25] for a
broad survey) with many different kinds of metrics being employed [17]. Since we have chosen to
use the hypergraph conductance as the primary metric, we review here the methods for 2-graphs
that use the corresponding metric: graph conductance (c.f. Section 3.1 for detailed discussion on
graph conductance as a metric for local clustering). Given n vertices, the traditional power method
for computing Personalized PageRank [12, 46] has time complexity O(n?) because it involves
iterative updates of the PageRank vector using the PageRank equation, requiring matrix-vector
multiplication at each iteration [32]. Jeh et al. introduced a technique for computing personalized
PageRank in linear time [32], and later used by the researchers as forward and reverse push
algorithms for computing approximate personalized PageRank vectors [4, 5, 52]. In addition,
Spielman et al. used this technique in a local graph clustering algorithm based on Personalized
PageRank, demonstrating nearly linear runtime in the cluster size [48]. Zhang et al. introduced an
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efficient algorithm based on forward and reverse push techniques to maintain PageRank vectors on
dynamic 2-graphs without recomputing the PageRank vector for the entire updated graph at each
timestamp [52]. The Lovéasz-Simonovits theory provides conductance bounds on the local cluster
based on the PageRank vectors returned by these algorithms [42, 43].

Algebraic work on hypergraph diffusions. Banerjee presents a comprehensive study on random
walks on hypergraphs, providing insights into diffusion processes and offering bounds on conduc-
tance by leveraging the eigenvalues of Laplacian and normalized Laplacian matrices [8]. Carletti et
al. have applied random walks to address ranking problems [13], with subsequent work extending
this approach [14], and Mulas et al. delve into multiple random walk strategies on hypergraphs,
exploring their associated Laplacians [45]. Bellaachia et al. introduce a random walk model based
on edge-dependent vertex weights, which they successfully apply to text ranking tasks [9], and
Chitra et al. establish bounds on conductance using Laplacian eigenvalues for hypergraphs with
edge-dependent vertex weights [19], while Hayashi et al. propose a clustering method based on
Laplacian eigenvectors for similar hypergraphs [30]. In addition, Chun et al. contribute to anom-
aly detection by employing personalized PageRank on hypergraphs with edge-dependent vertex
weights [20]. Notably, foundational work on regular hypergraphs and their spectral properties is
elucidated in the papers by Dumitriu et al. [21] and Feng et al. [23].

3 PRELIMINARIES
3.1 Definitions

H = (V,E) where E C 2" is called a hypergraph. We say that the elements of V are vertices and the
elements of E are hyperedges and that |V| = n, |E| = m. For e € E, |e| is called the size of e. We denote
by k(H) = max,cg |e| the maximum size of an edge of H. A hyperedge of size 1 is called a loop. If all
edges in E have size 1 or 2 we refer to such a graph as a 2-graph. The degree of a vertex v, denoted
by d(v), is the number of hyperedges containing v. Note that in the standard definitions of 2-graphs,
a loop is generally considered to contribute 2 to the degree of the vertex, whereas in the case of
hyperedges, we assume a loop contributes only 1 to the degree. A hypergraph H = (V, E) is said to
be connected if for every pair of vertices u, v € V there exist verticesu = vy, v, ..., v, =0 €V
and hyperedges ey, ey, ..., e;_1 € Esuchthato;, vj,; €ejforall j=1, 2, ..., i — 1. In this paper,
we assume that H denotes a connected hypergraph.
The volume of S C V is defined by vol(S) = 3,.,cs d(v). The edge boundary of S is defined by

dS)={e€cE:enS+0,enV\S %0}
Then the conductance of S is defined by
12(S)I

S) =
9(5) min (vol (S), vol (V' \ S))
The conductance [8] of H is defined by ¢y = s émsn V¢ (S). The notation used in this paper is given
0CSc
in Table 1.

Conductance as a metric for local clustering. Due to the importance of clustering on graphs
and networks, there are several measures for computing the quality of local clustering in an
unsupervised setting. Chakraborty et al. [17] provide a detailed survey of these metrics. Yang and
Leskovec [51] have pointed out that such metrics either focus on the internal connectivity of the
clusters created or their (lack of) external connectivity, identifying conductance as a metric that
combines these two requirements. Conductance was used as the primary metric for the influential
paper by Leskovec et al. [38] in which the authors compared all the state of the art community
detection algorithms that were known at the time. Ardon et al. [6] showed how the conductance
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Table 1. Notations

Symbol Meaning

H=(V,E) A hypergraph with vertex set V and hyperedge set E.

m Number of edges/hyperedges = |E|.

n Number of vertices = |V|.

k(H) Size of the largest hyperedge of H.

d(v) Degree of vertex v i.e. number of hyperedges containing vertex v.

A(H) Sum of the degrees of all vertices.

vol(S) Volume of vertex set S, i.e., sum of the degrees of vertices in S.

a(S) Edge boundary of vertex set S i.e. number of hyperedges having non-
empty intersection with both S and V' \ S.

#(S) Conductance of vertex set S.

foyas Conductance of H.

o Teleportation constant or restart probability.

s A seed vertex.

I3 A probability measure on the vertex set V.

f Weighted measure on the vertex set V defined by f(v) = gfz; for all
veV.

foo measure f after kth iteration, and f(©) = f.

s A probability measure representing seed vector.

Y Stationary probability measure for all diffusion operators discussed
in this paper.

u(V) Set of all probability measures on V.

D A diffusion operator on the space (V).

I Identity diffusion operator.

R The random walk diffusion on 2-graphs.

L The “lazy” random walk diffusion on 2-graphs.
A Averaging diffusion operator on hypergraphs.

Prp(a,s) Personalized PageRank derived from the diffusion operator D with
teleportation constant « and seed vector s.

1) (x) Value of the Lovasz-Simonovits curve after k iterations at point x
satisfying 0 < x < A(H).

Ub(Jk) Sweep cut {Ufk), vz(k), . Uc(dk)} after the k iterations of the diffu-
sion process in the context for all w € {1, 2, ..., n — 1}. We as-

sume n original vertices vl(k), vék), e, vflk) are indexed such that

fo (Ufk)) > f (v;k)) if i < j. After every iteration we also re-

index the A(H) duplicate vertices aik), agk), . a(Ak(L) such that

foo (algk)) > fb (aj.k)) if i < j, ensuring that all copies of a vertex
appear consecutively in the sequence.

of a cluster associated with a topic on Twitter could be used to predict the growth of the topic.
Kloster and Gleich [37] also used conductance as the primary metric for local clustering, showing
how it is related to modularity, a cohesiveness metric that has been very popular in the Network
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Science community. So, conductance has seen a fair amount of use in the literature besides having
the property, as identified by Leskovec et al. [38], of being simple to understand and use.

Hypergraph versus clique expansion. A commonly used way of modeling hypergraphs is to convert
them into a 2-graph by replacing each hyperedge by a clique connecting all the vertices of that
hyperedge. Therefore, a local clustering algorithm would first perform this step or perform it in
preprocessing and then run one of the many available algorithms for local clustering on 2-graphs.
A key problem here is the explosion in the number of edges, especially for hypergraphs with
large-sized hyperedges. We have demonstrated this problem on real datasets Section 6, finding that
a clique expansion-based algorithm runs significantly slower than our method, even running out of
memory for one data set. However, there is also a deeper problem. Agarwal et al. [1] have shown
that the algebraic properties of various hypergraph Laplacians are similar to the algebraic properties
of the graph Laplacian of the clique expansion of the hypergraph with the appropriate weighting
of edges. This may lead us to believe that perhaps the optimal local cluster from a hypergraph
conductance point of view is the same as the local cluster with the best conductance in the clique
expansion. In Figure 1 we show that this may not be the case. In the example given S; has volume
10 while S; has volume 8. Since both cuts C; and C, have only one hyperedge, the conductance of
the cut Ss is lower. However when we make a clique expansion of the graph S;’s volume becomes
43 due to the large number of edges added by the cliques, while S3’s volume is only 33. So a cut
with lower conductance in the hypergraph becomes a cut with larger conductance in the clique
expansion. In the example given, minimizing the conductance of a cluster gives different results
on the different graphs, and so, in some sense, these are different problems and cannot be used
interchangeably. It may still be possible that the optimal hypergraph cluster and the optimal clique
expansion cluster coincide, but that is not obvious and would require proof.

U8 vr S1

L7 Cut Cl
V10 V11 /,
—— '\ S
V9 \\‘
vs vz (oy ™ Cut Cy
V4 53

Fig. 1. Example to show that lower hypergraph conductance does not imply lower clique expansion conduc-
tance.

3.2 Diffusions on hypergraphs

Given a hypergraph H = (V, E) (which may also be a 2-graph) and the set u(V) of probability
measures defined on V, we say a mapping D : u(V) — p(V) is a diffusion on H. We assume that
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all vectors are column vectors unless otherwise stated. Given a € € u(V), a diffusion D and integer
k > 0, we denote by D the probability measure obtained by iteratively applying the diffusion
D to &. A probability measure £ is called stationary for D it D& = £. Sometimes, given a scalar
a > 0 and a diffusion D, we use the notation aD to denote a scaling of the diffusion. Note that the
convex combination of two diffusions is also a diffusion. We use I to denote the identity diffusion
that maps any probability measure to itself.

3.2.1 The Averaging diffusion on hypergraphs.

The random walk diffusion on 2-graphs. A widely studied diffusion on 2-graphs is what we call
the random walk diffusion on 2-graphs, we denote it by R. On a 2-graph G = (V, E), R maps
probability measure £ to £’ where

gws= > £@0)/d@).
0:(u,0)€E
Note that we have assumed unit weights on all edges for simplicity of presentation. The probability
measure @ (u) = % is stationary for R.
R suffers from the problem that repeatedly applying it from an arbitrary initial probability
measure may not lead to the stationary measure. To get around the problem of non-convergence,
the “lazy” random walk diffusion on 2-graphs is defined as

1 1
£—§I+5R

This has the property that it converges to g from any initial probability measure if G is connected.
The rate of convergence is related to the conductance of G [42, 44].

The Averaging diffusion. Given H = (V,E), and a probability measure & defined on V, the
averaging diffusion on hypergraphs, A, returns £’ as follows:

(1) Define the measure available per edge, f such that f(v) = £(v)/d(v).

(2) For each edge e € E, let avg(e) = (2 yce f(1)) /le].

(3) Set &'(u) = Xeyee avg(e).
It is easy to check that the probability measure g is also stationary for A. However, the interesting
thing about A is that no matter what the initial probability measure, repeated application leads
to convergence to g [9]. In Section 4 we will show that the rate of convergence depends on the
conductance of H.

The averaging diffusion A is a linear operator. Given H = (V, E), and a probability measure &
defined on V, note that the averaging diffusion A returns &’ as follows:

E)= Y o ) EE)/d

e:uce v:vEe
For every hyperedge e € E, we define n-vector 1, by 1.(i) = 1 if v; € e, 0 otherwise. Let W be
the diagonal matrix such that Wi, i] = d(v;). Then, the averaging diffusion by hyperedge e is
implemented by the matrix 1,17 W~!. Therefore, we have

le
1
> —1815) wle
e:ecE |e|

§'=ﬂ§=(

It implies that the matrix (Ze:ee E ‘ilelz,) W1 is the diffusion matrix for A. The spectrum of this

e|
matrix has been studied in [8]. Note that the averaging diffusion A reduces to the “lazy” random
walk diffusion if H is a 2-graph.
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Personalized Page Rank. For a hypergraph H = (V, E) we can use a diffusion D to define a family
of diffusions, one each for every a € (0,1) and s € u(V), by noting that as + (1 — a) D is a diffusion.
The diffusion Prg(a,s) = as + (1 — a)R is popularly referred to as Personalized Page Rank and has
been widely studied [4, 5, 7, 11, 12, 24, 29, 32, 34, 40, 41, 46, 49, 52].

Given a hypergraph H = (V,E), a € (0, 1) and seed probability measure s € u(V), we define
Averaging-based Personalized Page Rank for Hypergraphs (APPRH) as as + (1 — o)A where A is the
averaging diffusion on hypergraphs defined above. The constant « is called teleportation constant
or restart probability in this context. In Section 5, we will show that APPRH can be used to find low
conductance partitions in hypergraphs.

Linear versus non-linear diffusions. Unlike APPRH, the most prominent diffusion processes
described for hypergraphs in the literature, those by Chan et al. [18] and by Takai et al. [49] are
both not linear. This means that the spectral theory of the operators defined in these two papers
is difficult to describe, unlike the spectral theory of APPRH which can easily be derived from the
work of Banerjee [8]. However, this is not the main advantage that we have over those two works.
The main advantage is that the linear nature of APPRH allows us to use the Forward Push method
described by Andersen et al. [4] which has been used to describe very efficient algorithms for
computing PPR in 2-graphs, c.f, e.g. [52].

4 RAPID CONVERGENCE OF AVERAGING-BASED DIFFUSION

In this section, we show that the Lovasz-Simonovits theory [42, 43] holds for averaging-based
diffusion on hypergraphs.

4.1 Terminology and the Lovasz-Simonovits curve

The action of the averaging-based diffusion A can be seen as equally dividing the measure at a
vertex u among all the hyperedges that contain u, as coded into the vector f, and then performing
the diffusion with this subdivided measure in each hyperedge. Taking this view of the diffusion, for
the purposes of analysis, we replace each vertex v € V by d(v) copies of itself calling this set D,
the set of duplicate vertices of v. From here on we will use the letter a for duplicate vertices and the
letters u, v for the original vertices. Note that we have exactly A(H) = 3¢y d(v) duplicate vertices
in total. In our analysis only duplicate vertices will participate in the diffusion. In this view the set
of (duplicate) vertices of a hyperedge is completely disjoint from the set of (duplicate) vertices of
any other hyperedge. A can be rewritten as follows:

(1) For each v € V, and for each a € D, set f(a) = f(v).
(2) For each e € E, set f'(a) to avg(e) = (X 4c. f(a))/le].
(3) Set £ (0) = (Z4ep, f'(@))/d(v).

We denote by f*) is the vector f after k iterations of A. After every iteration we reindex the

A(H) duplicate vertices aik), agk), . a(Ak(L) such that f(k)(agk)) > f(k)(aﬁ.k)) if i < j, ensuring

that all copies of a vertex appear consecutively in the sequence. In addition, we assume n original
ik), vZ(k), s v,gk) are indexed such that £ (Ufk)) > o (Uj(k)) if i < j. We say that the
set Ujj” = {vik), U;k), . va)} is wth sweep cut after the k iterations of the diffusion process in
the context forallw € {1, 2, ..., n—1}.

vertices v

Definition 4.1 (The Lovdsz-Simonovits curve for Averaging diffusion). For integer k > 0 if f*) is
the vector describing the state of the averaging diffusion after k iterations, the Lovasz-Simonovits
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curve at step k, I'*) (x), for integers x such that 0 < x < A(H) is defined as

X

1) =) P

i=1
and we assume that I*)(0) = 0 for all non-negative integers k. If x is a non-integer real number
satisfying 0 < x < A(H),
19 (x) = ([x] =01 (Lx]) + (x = L DI (1xT)

We note that for any k, the Lovasz-Simonovits curve is piecewise linear, with its slope potentially
decreasing at the integer points d(vl(k)), d(vfk)) + d(vék)), U S d(vfk)). These points are
called the hinge points of the Lovasz-Simonovits curve.

LEMMA 4.2. Let0 < cy, ¢z, ..., ¢j <1 wherel < j < A(H). Then, we have
J . J
af® (o) <19 (Y e (1)
i=1 i=1

for all integers k > 0.

PrOOF. The proof easily follows from the definition of X, O

4.2 A convergence theorem for averaging-based diffusion in hypergraphs

In case the measure from which f (%) is derived is P, i.e., the stationary measure, then the Lovasz-
Simonovits curve becomes a straight line with slope 1/A(H). Therefore, in order to show conver-
gence for the diffusion £ on a 2-graph, Lovész and Simonovits show that the curve I*1 Jies
below the curve I'K) and to establish the rate of convergence they relate the downward movement
of the curve to the conductance of the 2-graph [42, 43]. We show that a similar theorem can be
proved for A on hypergraphs.

THEOREM 4.3 (LOVASZ-SIMONOVITS THEOREM FOR AVERAGING BASED DIFFUSION ON HYPERGRAPHS).
For a hypergraph H with conductance ¢y, if I'%) (-) is the Lovasz-Simonovits curve associated with
the k-th iteration of the averaging-based diffusion begun from any initial measure, then, for every
integer k > 0 and hinge point x of the Lovisz-Simonovits curve I¥) (+),

1
19 (x) < -1 (= gy) + 1470 (x + py). @)
where y = min{x, A(H) — x}.
The proof in its entirety is given in Section 7. Theorem 4.3 implies the following convergence

theorem for A

THEOREM 4.4. For a hypergraph H with conductance ¢y, if k > 1 is an integer, and x an integer
satisfying 0 < x < A(H), and if ') (-) is the Lovasz-Simonovits curve associated with the k-th
iteration of the averaging-based diffusion begun from any initial measure, then

5 k
< min {ﬁ VA(H) - x} (1 - %H) 3)

X
A(H)

1% (x) -

The proof of this theorem depends only on the properties of the Lovasz-Simonovits curve, not
on the underlying diffusion and so we omit it, referring the reader to [5].
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5 LOCAL CLUSTERING OF HYPERGRAPHS USING APPRH
We define APPRH vector, and we show how this vector can be used for hypergraph clustering.

5.1 APPRH vector
Definition 5.1. The APPRH vector Pr(a, s) is a vector which satisfies
Pra(a,s) =as+ (1 —a)APrg(a,s) (4)

The following can easily be verified by substituting this into Equation (4) and using the linear
property of A.

Pra(a,s) =« i(l —a)kAks (5)
k=0

5.2 Our algorithm: A-HyPERCuUT

Algorithm 1 A-HypERCUT

Require: A hypergraph H, a seed vertex s, teleportation constant «, error parameter «.
Ensure: Find the conductance of the best cluster containing s.

1: Define a seed vector s by s(v) = 1 if v = s and zero otherwise.
2:Setk=2p® =0and £© =s.

3. pM) — p© 4 g0,

4 ED — 1-a)AEWO.

5: while || pk=1D) 4 g(k=1) — p(k=2) _ g(k=2) ), > ¢ do

6

7

8

9

p) e plk1) 4 ggle-n),
ER) (1 -a)AEKD,
k—k+1.

. . (k-1)
: return min, (U, ).

Our algorithm, A-HYPERCUT, listed as Alg 1, uses the Forward Push technique on the averaging-
based diffusion A to compute Pr#(«,s). In the k-th iteration we compute the current estimate
of Pr4(a, s), which is denoted p(k) and a vector of “residues” §(k) which can be understood as
the probability mass that has not yet been assigned to its correct location as per the stationary
distribution of APPRH. Initially, the estimate is set to 0, and the residual vector is a probability
distribution fully concentrated on the seed vertex s (Alg 1, Line 2). In the k-th iteration, & fraction
of the residue is assigned to the estimate (Alg 1, Line 6), and the remaining residue is diffused
as per A (Line 7). The iteration continues till convergence is achieved (c.f. Theorem 5.2 for the
proof of convergence). Finally, the sweep cut achieving the best conductance bound is computed
and returned (Alg 1, Line 9). This algorithm and its analysis in Theorem 5.2 simply follow the
analysis of [5]. Our contribution is that we have identified the correct diffusion, A, which is linear,
and are able to analyze the conductance achieved thanks to our Theorem 4.3 and its consequence
Theorem 4.4.

THEOREM 5.2. We have Pr#(a, s) = limg_,; p(k).

k=1 o
ProOF. Mathematical induction easily proves that p*) = a ¥ (1 - @)!A’s and €% = (1 -
i=0

a)kAks for all k € N where N is the set of all natural numbers. Therefore, Equation (5) implies
that Pra(a, s) = limg_,o p'*). O
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5.3 Conductance bounds

In this subsection, we state our conductance bounds.

THEOREM 5.3. Given a constant ¢ satisfying 0 < ¢ < 1, and a positive integer k. Let U(f,k) =

{vl(k), vék), (k)} Either

¢ > min min g{)(UCf,l))

11<l<k ©w:0<w<n
or else

( ) VOI(S) _ _ k— VOI(S)
pH(s) - AH) —(1 (1-a) 1)( AH)

2
+a(1 - )" min {Jvol(S), VA(H) - vol(S)} (1 - ¢_) ©)
for any subset S C V.

The proof of this theorem is in Section 7

THEOREM 5.4. Given a constant « satisfying 0 < a < 1. If there exists a subset S of vertices, and a
positive constant § such that
k
PR (S) —p(s) = 6

for some positive integer ky < k. Then

9In(1—a)ln (4 VOI(S)

In(1-%2

min min ng(Ua(,l)) <

I:1<I<k w:0<w<n

wherek — 1= "%In (4 "VOI(S)H < %ln (4\/\’01(5))‘

o 5
The proof of this theorem is in Section 7. The following conductance bound is a consequence of

Theorem 5.4.

COROLLARY 5.5. Given a constant « satisfying 0 < a < 1. If there exists a subset S of vertices, and a
positive constant § such that
ki
PRS- () >
for some positive integer ky < k. Then

18In(1-a)In (%)

ln(l - 375)

min  min qS(U(l))

l11<I<k w:0<w<n

5 = §? 5

Proor. If all weights of the given hypergraph are multiplied by a positive constant c. Then,
Theorem 5.4 implies that

wherek — 1 = ’7(;% In (4\/v01(5))“ <% (4\/v01(5)).

S

9In(1—a)ln (4—‘”01(5))

l mlink gnin 1) (Ua(,l)) < S
11<I<k w:0<w<n 3
In (l - T)

Choosing ¢ such that ¢ - vol(S) = g—i proves the corollary. O
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1
Remark. In(1 — a) < —a and In (1 - E) > —=2 (1 - E) imply that

18In(1 - a) In (%) . J 24aIn (5) (1 - 3T§)
In (1 - %‘S) o

Our conductance bound is a constant times better than the conductance bound /24 In (4/65) /§ of
Takai et al. [49].

A lower bound on 8. The results of Theorems 5.4 and 5.5 depend on identifying a set S whose PPR
differs from its stationary distribution by at least §. Since this quantity § is critical to understanding
the conductance bound and also gives us a bound on the number of iterations required, k, we
present a lower bound on it.

PROPOSITION 5.6. Suppose we have a hypergraph H with k(H) > 2. For A-HyPERCUT run on H
with seed vertex s, if a is picked such that a > 4d(s)/3A(H) then there exists S C V such that for
ko=2

3 d(s)
ko) () —gp(S) = = - — .
P ~9(9) 2 T

Proor. We will consider the case where S is the singleton set containing s. Any bound achieved
by this set is a lower bound on the bound achieved by the best choice of S. For {s} note that

ko—1

P () —p(s) = D (1= ) (A's)(s) — d(s)/A(H).
i=0

To lower bound A’s(s) we note that at each step of the diffusion, for each edge e containing s,
1/|e| of the probability mass on s diffused through e returns to s itself. Therefore, even if we ignore
the mass coming to s from other vertices during the diffusion of the residuals, we can say that
(A's)(s) is at least (1 — &) /k(H) times the probability mass that was present in &~ (s). Since
£ (s) = 1, we get that

ko—1 kol(

aZ(l—a) (A's)(s) >az (H))

For the sake of convenience we put f = (1 — a) /k(H) and so we have that

PR () (o) 2 - (1= %) = d(s) /x(H).

ﬂ

Since k(H) > 2, (1—p0) > 3/4forall a € (0, 1) whenever ko > 2. Further noting that a/(1-f) > «,
we get the result. O

5.4 Running Time and Optimizations

Running time. Although it is possible to run A-HypERCUT with very small values of @, a theoretical
bound on the running time can only be given once the value of « reaches © (d(s)/A(H)). We state
this bound as a proposition.

PROPOSITION 5.7. Suppose we have a hypergraph H with k(H) > 2. For A-HyPERCUT run on H
with seed vertex s, if & > 5d(s)/3A(H) then the running time of A-HyPERCUT is

A(H) | A(H)
0( pe -In a0 )
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Proor. A-HyPerCuT has two phases: Computing APPRH and finding the best sweep cut. Theo-
rem 5.4 gives a bound on the number of iterations in terms of S and §: O (ln \/VOI(S)/5) /¢?. Each

iteration can take time O(A(H)) in the worst case. The time for finding the sweep cut is O(nlnn).
Also, vol(S) is bounded above by A(H). Therefore, the sweep cut time is dominated by the time
taken to compute APPRH and we get running time

o200, 209)
¢ Y
Using the bound from Prop. 5.6 we see that § > d(s)/4A(H) for our choice of a. Therefore
A(H) < 4A(H)?
d T d(s)

and the result follows. ]

In general, from the argument above, we expect that the running time of A-HyPERCUT should
decrease as « increases. In Section 6, we empirically support this expectation.

Implementation and Optimizations. The running time bound above, especially the assumption
that each iteration takes O (A(H)) time, hides the possibilities for optimization that are inherent in
the Forward Push method. The main advantage of Forward Push is that only the residue vector & *)
is subject to diffusion, and this vector is likely to be non-zero only in the local neighborhood of the
seed vertex. For very large graphs in the early iterations, this size is likely to be orders of magnitude
smaller than A(H). To leverage this fact, we maintain at iteration k the set of active hyperedges, i.e.,
the set of hyperedges containing a vertex v that has a non-zero value of £ (k) (v). This data structure
ensures that the time taken for diffusion depends on the size of the local neighborhood (as defined
by non-zero residues) only, which could be orders of magnitude smaller than the graph. Further,
updating this data structure in the k + 1st iteration takes time proportional to the size of the local
neighborhood at the k + 1st step.

Apart from the diffusion the other main action of A-HyPERCUT is the updating of the estimate
vector in each iteration (Alg 1, Line 6). Since this is simply the addition of two arrays, we use
vectorization to achieve major speed-ups.

6 EXPERIMENTS
6.1 Datasets

In Table 2, we have listed the 12 data sets we have used. Since our main competitor is the algorithm
LocaLCLUSTERING devised by Takai et al. [49] we have used all eight data sets they have used. These
are the ones listed above the line in the table. The four data sets below the line are million-scale
data sets that we have introduced to show the scalability of our method. To our knowledge, ours is
the first work to address hypergraph clustering at the scale of millions of vertices.

Use cases. Most of the data sets are built from collaboration networks. B, C, D, J, and K are scientific
collaboration networks. The main application of local clustering here is author recommendation, i.e.,
if a reader likes the papers of a particular author, the local cluster of that author will contain other
authors whose papers the reader may be interested in. One of the data sets that is useful for such an
application is dblp_kdd_LCC dataset compiled by Takai et al. [49] from papers appearing in KDD
between 1995 to 2019. Each vertex represents an author, and each hyperedge represents a paper. A
hyperedge contains exactly those vertices that correspond to the paper’s authors represented by
this hyperedge. Other data sets in our group that have the same kind of structure are B, D, E, I, ],
and K.
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Table 2. Datasets.

Dataset n m Toev d©)/n Veer lel/m
A. graphprod_LCC 86 106 3.57 2.04
B. netscience_LCC 330 299 3.06 3.04
C. dblp_kdd_LCC 5590 2719 1.99 4.00
D. opsahl-collaboration_LCC 13861 13571 3.87 3.05
E. dbpedia-writer_LCC 54909 18232 1.80 5.29
F. youtube-groupmemberships_ LCC 88490 21974 3.24 12.91
G. dbpedia-recordlabel LCC 158385 9827 1.40 22,51
H. dbpedia-genre_LCC 253968 4934 1.80 92.84
L. coauth-MAG-History 1034876 308934  0.86 2.90
J. coauth-MAG-Geology 1261130 1045462 3.10 3.73
K. coauth-DBLP-full 1930379 2599689 4.24 3.15
L. threads-stack-overflow-full 3455074 9705722 6.88 2.44

Dataset F has YouTube users as nodes. Each hyperedge corresponds to a YouTube group and
contains all the nodes corresponding to its members. Local clustering on this graph can help with
content discovery on YouTube since the users in the local cluster of a user are likely to have similar
interests as the user. A similar recommendation engine could be built on Dataset G, which has
musicians as nodes and hyperedges corresponding to record labels, with the node corresponding
to each artist who has worked with a record label being contained in the hyperedge corresponding
to that label. Since many record labels, especially independent ones, tend to have a characteristic
sound, the local cluster containing an artist may contain other artists whose music is similar to
the queried artist. Dataset L presents a different use case. The vertex set of this hypergraph is the
collection of users on https://stackoverflow.com/. The hyperedge set is a collection of threads that
lasted for at most 24 hours. A hyperedge contains exactly those vertices that correspond to the users
who participated in the thread corresponding to this hyperedge. For a service like StackOverflow
that connects knowledge seekers to knowledge sharers, one way to engage the knowledge-sharing
user base is to present them with recommendations of threads they may want to engage in. A local
cluster in the hypergraph built-in Dataset L will contain users whose activity pattern may reveal
new threads that the queried user may be able to participate in.

Sources. Datasets B, D, E, F, G, and H are taken from http://konect.cc/. C was compiled by Takai et
al. [49] from DBLP (https://dblp.uni-trier.de/). I, J, K and L are taken from [10]. I and J are generated
by the Microsoft Academic Service [47]. We took dataset A from [49] but could not locate its original
source or determine its representation. We included this data set since we wanted to compare our
results on all the datasets used by Takai et al. [49].

6.2 Baselines

LocALCLUsTERING. This is the PPR-based local clustering algorithm of Takai et al. [49], which is
our main baseline. The running time of this method depends on the time taken to solve a differential
equation whose scale is similar to that of the hypergraph. The authors do not clarify the running
time in terms of the hypergraph parameters. Apart from that, they have a A(H) term as well.

StAr. This baseline first generates the star expansion of the hypergraph, which is a 2-graph
constructed as follows: a new vertex is inserted for hyperedge e and all the original vertices
contained in that hyperedge are connected to this vertex with weight w(e)/|e|. So, the vertex set
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of the star expansion has size m + n. The power method is used to compute the PPR vector, and
clustering is done by finding the best sweep cut as in [5]. To get this method to perform on larger
datasets, we had to optimize the power method by maintaining active sets similar to what we have
done for A-HYPERCUT (c.f. Sec 5.4). If we denote the star expansion of H by H = (V,E) The running
time is O(|E| - cond(H)) where cond(H) is the condition number of H.

CriQue. This baseline first generates the clique expansion of the hypergraph which is a 2-graph
as follows: The vertex set remains V and two vertices in V are connected by an edge with w(e)
if these vertices belong to the hyperedge e in H. The power method is used to compute the PPR
vector and clustering is done by finding the best sweep cut as in [5]. Like STAR, this method was
also optimized to get it to run for larger hypergraphs. If we denote the clique expansion of H by
H = (V,E) The running time is O(|E| - cond(H)) where cond(H) is the condition number of H.

KaHyPar. The algorithms MLPart [3], hMETIS [35, 36], PaToH [16], KaHyPar [26-28] are mem-
bers of the family of multi-level hypergraph partitioning methods also called hierarchical clustering
techniques. The goal of these algorithms is not local clustering, and they seek to partition the
graph into two balanced pieces while minimizing the number of edges crossing the partition. We
used KaHyPar as a state-of-the-art representative of this family primarily to make a performance
comparison with A-HypERCUT. This algorithm is a heuristic with no running time guarantees.

For baselines CLIQUE and STAR, a vary from 0.05 to 0.95 with a step size of 0.05 for each seed
vertex. The best conductance obtained is returned for each seed vertex. More details on all these
baselines can be found in the paper by Takai et al. [49]. The average running time of all baselines
and our algorithm is given in table 3.

6.3 Experimental Setup

For each dataset we randomly select 50 seed vertices. The same set of seeds is given to all the
baselines. Each baseline is used to compute local clusters for a single seed. Our conductance and
running time results are averaged over these 50 seeds. Note that the baseline KAHYPAR computes
global partitions irrespective of the seeds.

Setting a. For the baselines CLIQUE and STAR, « vary in the range from 0.05 to 0.95 with a step
size of 0.05 for each seed vertex. LOCALCLUSTERING has an in-built grid search mechanism for
finding an optimal value of «, so we do not need to set « explicitly. For A-HYPERCUT, we find that
reducing the value of a gives better conductance values, but after a point, the improvement stops.
So, we use the highest range of values that give the best conductance.

Output cluster size restriction. Often, applications of local clustering require an output cluster
that is not too large. We experimented with output cluster size restrictions ranging from 1% to
10% of the size of the vertex set. A special case is where we allow for cluster sizes up to 50% of
|V|. In this case, the conductance value achieved is the best possible across all baselines except
KaHyPAR. KAHYPAR, being a global algorithm, doesn’t accept any output cluster size restriction,
which effectively means a 50% restriction.

Convergence criteria. For A-HYPERCUT, STAR and CLIQUE we set the convergence criterion
for PPR computation to ¢ = 0.25 * 1073 after experimenting with different values. Although
LocALCLUSTERING also computes a PPR vector, Takai et al. [49] have not used any convergence
criterion, instead running for a fixed number of 30 iterations for all data sets. KaHyPar doesn’t
require any convergence criterion.

Implementation and code. We implemented A-HYPERCUT in C# because our main baseline Lo-
cALCLUSTERING developed by Takai et al. [49] is written in this language. We perform experiments
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Table 3. Average running time (milliseconds). OM = “Out of Memory”.

Dataset KaHyPar  CLIQUE STAR LocALCLUSTERING A-HypERCUT
graphprod_LCC 66 4+4 4+4 19+5 1+0
netscience_LCC 126 22+5 10+2 50 + 10 6+3
dblp_kdd_LCC 420 240 = 52 147 £ 27 1033 + 190 79 +18
opsahl-collaboration_LCC 991 675 + 87 620 + 126 4818 + 1267 156 + 78
dbpedia-writer_LCC 1209 6931 + 1453 1577 + 308 59573 £ 1600 1000 + 350
youtube-groupmemberships LCC 91322 682798 £ 45121 6483 + 457 92096 + 9095 1197 + 185
dbpedia-recordlabel LCC 52147 1632770 + 67997 5991 + 1368 27382 + 2365 1108 + 250
dbpedia-genre_LCC 226476 OM 12433 + 2890 66368 + 18426 2229 + 1600
coauth-MAG-History 69260 23209 + 16015 14772 £ 7713 86556 + 11834 6064 + 12265
coauth-MAG-Geology > 1lhour 175588 + 5216 128475 + 54518 687988 + 406127 80640 + 52215
coauth-DBLP-full >3 hours 340730 + 14806 315581 + 96177 > 15 minutes 197497 + 82466
threads-stack-overflow-full OM 1150898 + 35848 1295449 + 824917 > 3 hours 255356 + 189663

Table 4. Average cluster conductance. Cluster size at most 50% of |V|. The best conductance (excluding
KaHyPar) is in bold.

Dataset KaHyPar CLIQUE STAR LocALCLUSTERING A-HYPERCUT

graphprod_LCC 0.0714 0.1683 £ 0.1362  0.0770 + 0.0311  0.0366 + 0.0062 0.0742 £ 0.0236
netscience_LCC 0.0182 0.0879 +0.0371  0.0216 + 0.0068 0.0194 + 0.0153 0.0231 + 0.0085
dblp_kdd_LCC 0.0512 0.1283 £ 0.0613  0.0937 + 0.0253  0.0658 + 0.0311 0.0636 + 0.0162
opsahl-collaboration_LCC 0.1132 0.1402 + 0.0545 0.1106 + 0.0316  0.0812 + 0.0293 0.1065 + 0.0287
dbpedia-writer_LCC 0.0025 0.0663 £ 0.0469  0.0203 + 0.0089  0.0393 + 0.0185 0.0098 + 0.0055
youtube-groupmemberships_LCC  0.0668 0.0389 +0.0279  0.0382 +0.0153  0.0171 + 0.0123 0.0397 + 0.0164
dbpedia-recordlabel _LCC 0.0015 0.0083 £ 0.0051  0.0095 + 0.0062  0.0098 + 0.0119 0.0100 + 0.0066
dbpedia-genre_LCC 0.0006 - 0.0015 + 0.0011  0.0034 + 0.0047 0.0020 + 0.0015
coauth-MAG-History 0 0.1792 +£0.1178  0.1455 + 0.1141  0.0030 =+ 0.0029 0.1414 +0.1185

coauth-MAG-Geology
coauth-DBLP-full

0.2706 + 0.0493
0.3459 + 0.0684

0.1372 £ 0.0776
0.1401 £ 0.0538

0.1294 + 0.1200

0.1060 = 0.0804
0.0994 + 0.0402

threads-stack-overflow-full - 0.5491 £+ 0.0337 0.1917 +£0.1351 - 0.1670 + 0.1204

on an Intel(R) Core(TM) i7-10510U CPU with a maximum speed of 2.30 GHz and 20GB of RAM.
Our code is available at https://github.com/Raj-Kamal-CSE-IITD/A-HyperCut.

6.4 Comparison with Baselines

Running time. In Table 3 we present the running times for the baselines. To compute these
running times we used a 50% output cluster size restriction so that there is a level playing field
between the local algorithms and KAHYPAR. We can see here that on the smallest of the 4 million-
scale hypergraphs, coauth-MAG-History, A-HYPERCUT is 11 times faster than KaHyPar and 14
times faster than LocALCLUSTERING. KaHyPar times out for the three largest hypergraphs and
LocALCLUSTERING times out for the two largest graphs. A-HYPERCUT beats LOCALCLUSTERING by
order of magnitude on all graphs even though LocaALCLUSTERING is not run to convergence but
only for a fixed number of iterations. We can see from the table that CLIQUE can sometimes be just
two times slower than A-HyPERCUT but can sometimes, like in the case of YouTube, be two orders
of magnitude. We also see that due the massive explosion in the number of edges, it goes out of
memory on dbpedia-genre. STAR doesn’t have a memory issue but is significantly slower, running 5
times slower than A-HYPERCUT on the largest dataset, threads-stack-overflow-full. This is because
there is an increase in the number of edges that have to be processed, even if the increase is linear
in the size of the hyperedges and not quadratic as in the case of CLIQUE. Note that this is after we
took the implementations of CLIQUE and STAR used in [49] and optimized them using the active set
concept.
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Fig. 2. Comparing conductance between A-HYPERCUT and LocALCLUSTERING for restricted output cluster
sizes. x-axis is percentage of |V| for the maximum allowed output cluster size (a) Ratio of LocALCLUSTERING’s
output conductance to A-HYPERCUT’s output conductance (b) How much larger does A-HYPERCUT’s output
cluster’s size need to be to match LocALCLUSTERING’s conductance.
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Fig. 3. Running time of A-HYPERCUT versus a

Conductance achieved at 50% restriction on cluster size. Table 4 contains the conductance achieved
by the different algorithms when the output cluster size is restricted to 50% of |V|. The best
conductance value for each data set is marked in bold. We have ignored KaHyPar in identifying
the best conductance bound because, as we can see from the table, it often returns artificially low
conductance values. This is because it identifies connected components with conductance 0 and are
not true local clusters for the seed vertices given as queries. Coming to the other methods, we see that
LocALCLUSTERING and A-HYPERCUT are generally comparable in terms of conductance achieved.
On the largest datasets A-HYPERCUT is the only one of the two that succeeds in completing. Overall,
the message of Table 4 is that A-HYPERCUT is not able to consistently beat LocCALCLUSTERING on
conductance in the unrestricted partition size setting, i.e., the 50% cluster size setting.

Conductance achieved for small output cluster sizes. We restricted the output cluster size between
1% and 10% of |V | and compared the conductance achieved by A-HyPERCUT and LOCALCLUSTERING
by plotting the ratio of the conductance achieved by the former to the conductance achieved by the
latter (c.f. Figure 2a). Although A-HyPERCUT was not able to outperform LOCALCLUSTERING, we see
that apart from the dataset youtube-groupmemberships_LCC, A-HyPERCUT produced clusters with
conductance that were not significantly higher than that of LocALCLUSTERING. We noted that
when allowed a slighter larger cluster size, A-HYPERCUT achieved comparable conductance values.
So, we restricted the output cluster size of LocALCLUSTERING and found the smallest cluster size
restriction for A-HyPERCUT that could achieve the same conductance. In Figure 2b, we plotted the
“multipliers,” i.e., on the y-axis, we plot the ratio of the size of the A-HyPERCUT output cluster that
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Fig. 4. Conductance versus output cluster size restriction

achieves the same conductance as the LocALCLUSTERING output cluster that is size restricted as per
the x-axis. We note that in general, A-HYPERCUT achieves the same conductance at cluster sizes
that are less than double the cluster size allowed to LocALCLUSTERING. Missing from the figure are
the datasets youtube-groupmemberships_LCC and opsahl-collaboration_LCC. For these two A-
HypeErRCUT was not able to compete with LocALCLUSTERING even when allow a partition of size 50%
of |[V|. Although LocALCLUSTERING often produces better conductance values than A-HyPerCuT,
our algorithm can compete when allowed to output slightly larger clusters. This compromise may
be acceptable in many applications because of the tremendous advantage A-HYPERCUT enjoys in
running time.

6.5 Parameter sensitivity

We studied how the running time and conductance achieved varied with the various parameters
for A-HYPERCUT.

Teleportation probability a. We varied the teleportation probability « and plotted the running
time of A-HypERCUT in Figure 3. As suggested in Section 5.4 we see that the running time decreases
almost exponentially for all datasets. This is expected since a larger value of & implies that most of
the probability mass returns to the seed in each step and only a small amount diffuses outward,
thereby leading to smaller active sets at each stage. Hence, these results support our intuition
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and validate the mathematical analysis presented in Section 5.4. However, since there was no
discernable change in the conductance achieved for any of the data sets we omitted the plot of
conductance versus .

Output cluster size. We varied the allowed output cluster size between 1% and 10% of |V|
and plotted the conductance achieved by A-HyPERCUT in Figure 4. Here, we omitted the small-
est dataset graphprod_LCC and the two data sets on which A-HyPERCUT could not compete
with LocALCLUSTERING. We see a downward trend, but the improvement is dramatic only for
netscience_LCC. Since the running time of A-HyPERCUT mainly depends on computing APPRH
and not on finding the sweep cut, restricting the output cluster size has negligible impact on the
running time. So we have omitted the plot of running time versus out cluster size restriction.

21
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Fig. 5. Running time versus convergence criterion

Convergence criterion ¢. We varied the convergence parameter ¢ in the range 107° to 0.05. In
Figure 5 we have plotted the log of the running time versus the log of 1/¢. The growth appears
sublinear, implying that the running time grows inversely polynomially with e. We also studied the
values of conductance obtained for different values of ¢, but there was no significant change in
them, so we have omitted the plot.
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7 PROOFS

To prove Theorem 4.3, we first need to define some notation and prove a helper result. Let U be any
subset of duplicate vertices. Then, we define avg (f (U)) by the following sequence of operations

FO=7 3, f@ ad  f@=FO)Vacu

a:aeU
If by, by, ..., b, are v real numbers, then we have
A v
2 bi 3 b
i b, M=+ (v=2) ”j*_lA
=1 _ @)
v v
forall A = 1, 2, ..., v — 1. We define min (f (U)) = min{f (a) : a € U} and max (f (U)) =

max{f(a) : acU}. If W C U, we define min (f (U) |avg (f (W))) = min (f (U)) given that
avg (f (T)) has been performed, and max (f (U) |avg (f (W))) =max (f (U)) given that avg (f (W))
has been performed. It is important to note that min (f (U) |avg (f (W))) > min (f (U)) and
max (f (U) |avg (f (W))) < max (f (U)). Given an integer x satisfying 0 < x < A(H), we define
the following sets of vertices and hyperedges.

(k) _ | (k) (k) (k) (k) _ | (k) (k) (k)
Sy = {a1 » Gy s s Gy > T.,” = {axH, (7N S aA(H)}
L,((k)z{eeE:egS,(Ck)} R,Ek)z{eeE:egT,fk)}

ctko =E\(L,§") URJ((k)) - {eeE cens® 2 0andenT® qe@}

Since any two hyperedges are disjoint sets of duplicate vertices, we can process the averaging
by hyperedges in a sequential manner during each iteration in the sequence L)((k), R,(Ck), CJ(Ck). In
addition, Equation (7) helps us to perform the averaging by all hyperedges e € C)((k) in the following
3 phases. Phase 1: S,(Ck) NeVYece C,(Ck), Phase 2: Tx(k) NeVece C)(Ck), Phase 3: e € C,(Ck). Finally, we
sort the vertices as defined above. After phase 2 of k + 1st iteration, we denote the updated f*) by

Fh,

LEmMA 7.1. Given a positive integer k, a hinge point x of the Lovasz-Simonovits curve, and a

hyperedge e € C,((k_l). There exist vertices al(k_l) € S,(Ck_l) and alF™Y e Tx(k_l) such that e transfers at
FED @) —fE D @)
i J

J

least 5
during the kth iteration.

mass from vertices contained in S,(Ck_l) to vertices contained in Tx(k_l)

gk (k=1

ProOOF. Lete € C)(Ck_l) be a hyperedge with v = |e|. Let a1t agk_l), ce A s s

1 >

ag,k_l) be the sorted order of all the vertices contained in hyperedge e. Let us assume that e N
S)((kfl) = {aikil), aékil), e, a/(lkfl)}, and let e N Tx(kfl) = {al(j:l), a;(j:i;’ e, a&kil)}. The mass

Proc. ACM Manag. Data, Vol. 2, No. 4 (SIGMOD), Article 190. Publication date: September 2024.



190:22 Raj Kamal and Amitabha Bagchi

transferred by hyperedge e from S)((kfl) to Tx(kfl) during kth iteration is

y v
0 [ (k-1) 1 (k-1) (, (k-1)
f(k 2 (ai )—,u(— f a;
H _ P v _ e
v P (@) <y D (o)
i=1 i=1
1%

(v-p) £ 10D (aF0) = 5 p0 (o50)
i=1

i=p+1

i=p+1

14
H _ - v _ e
(=) 26 () = 2 O ()
1%

\

_ -y (f(k—l) (alak—l)) _ ptee) (afj:l)))

14

(= 5 (=)
v = v o

The definition y = |e N S,(Ck_l)| of y implies that 1 < p < v—1. Therefore, we have

The definition v = |e| of v implies that v > 2. Also, @ takes minimum value % at v = 2. Using
this above, we get

i)

- k-1 - k-1
f(k 1) (a( )) f(k 1) (a( ) ))
>

2
which proves the result. O
PrOOF OF THEOREM 4.3. Define
_x ifl <x< @
AR NG if 2 < < A(H).

S)(Ck)‘, ‘Tx(k)”. Let U be the smallest one of the sets S,(Ck> and Tx(k). If S is the set

of original vertices such that U is the set of all duplicate vertices corresponding to the vertices

Then, y = min {

contained in S, then y = |U| = }, d (v). Therefore, the hyperedge set C,(Ck_l) consists of at least

0:0ES
¢ry hyperedges.
Lete € L,(Ck_l) be any hyperedge. Then, this hyperedge e transfers the mass during kth iteration

of the averaging process amongst only those vertices which are contained in S,((k_l). Therefore,
this hyperedge does not change the value of Lovasz-Simonovits curve at the point x during kth

iteration. Similarly, the hyperedge e € R¥ ™ does not change the value of Lovasz-Simonovits
curve at x during kth iteration.

Equation (7) helps us to perform the averaging by all hyperedges e € C)(ck_1> in different phases.
First we perform averaging by e N %V foralle € C¥V . This maintains min (f(k_l) (S,(Ck_l))) >

max ( fU=D (Tx(k_l))). Therefore, it does not require exchange of vertices between S,((k_l) and
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Tx(kfl) to get all vertices sorted. Similarly, averaging by e N T, for all e € C)(Ckfl) does not re-
quire exchange of vertices between S,(Ckfl) and Tx(k71> to get all vertices sorted. We still have
f(k_l) (a(yk_l)) > f(k_l) (aik_l)) for all a<yk_1) € Sik_l) and for all a(k Ve Tx(k_l). During the

final phase, we perform averaging by hyperedges e € C)(C Y This will transfer mass from Sik_l)
to T)((k_l), and there is no mass transfer within S)((k_l) or within T;k_l) during this phase. The total
mass transferred from Sik_l) to Tx(k_l) during kth iteration is given by I*=1 (x) = 1% (x). Also,
every hyperedge consists of a distinct set of duplicate vertices. This means that any two distinct
hyperedges as sets of duplicate vertices are disjoint. Therefore, there exist distinct pair of vertices

al(,lj_l) € S(k Y and ailk+f) € T(k Yforalle € C(k Y such that the hyperedge e € C,(Ck_l) transfers

£ )6 )

at least 5 mass during kth iteration as proved in Lemma 7.1. This implies
that
1,1 (x) — 1% (x)
- (k-1) (k-1) [, (k=-1)
f(k 1) (alle ) f ( ) (8)
>
e:e€ C,((kfl) 2

Therefore, we have

I( 1 (x) - I( ) (x)
k— k-1 k— k-1
f( Y ( ( )) f( Y ( ﬂ(e+l))

N D) )

e:eeC,((kfl) e:eeC,((kfl)
o 10D () 167 (x = gpy) + 157D (x + $iy)
- 2
(k-1) ~1) [ (k=1)
where we have used 3 e 1)( ) > I*D () =I5V (x= ¢ y) and 3 w <
e:eeC,((kfl) ? ? e: eeC(k v ?

16D (g y) -1V (x)
2

which are consequences of Lemma 4.2 because > ¢py. It implies

that
I (x = guy) + 17V (x + uy)
2

1M (x) < 9)

The final phase, for averaging by the hyperedges e € C,((k_l), may cause min (f(k‘l) (S,((k_l)))

< max ( f (k=1) Tx(k_l)) . Therefore, it may require exchange of vertices between S,(Ck_l) and Tx(k_l)

to get all vertices sorted. Before we sort vertices, we perform averaging over all copy vertices of
vertex v for all v € V. This ensures that all copy vertices of any vertex v € V remain in consecutive
order after the sorting process. It is important to note here that vertex averaging may transfer

some mass from S,(Ckfl) and Tx(kfl) because x may not be a hinge point of I1%=1 (.). We do not
account for this mass transferred because we are finding a lower bound of the total mass transferred

from S,(Ck_l) to Tx(k_l). Let v € V be any vertex with set D, consisting of d (v) copies of v. Assume
that D, is a subset of S,(Ck) after kth iteration such that 0 < |Dv N Tx(k_l) = A < d(v) after k — 1st

iteration. Therefore, these A vertices contained in D, N Tx(k_l) receive mass from at most d (v)
hyperedges e € Cfck_l) during kth iteration. It implies that transfer of duplicate vertices contained
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in D, N T;kil) can decrease at most d (v) terms in Inequality (8), and each such term decreases
by proportion ﬁ on average. The sum of these multipliers is A. Also, let v, € D, N Tx(kfl) is
exchanged with v, € S,((k_l) after averaging by the hyperedges e € C,(Ck_l). This exchange takes

the mass, received by v, through hyperedges e € C,(Ckfl), back to S,(Ckfl) and this transfers the
f(k—l)(a(k—1)>_f(k—1)(a(k—1))
mass f<~1) (a;k—l)) =) (aik—l)) > y i 2
k=1)

the exchange of vertices contained in D, N T with the vertices contained in S,(Ck_l) has not
decreased the sum of the multipliers in Inequality (8). This again leads us to Inequality (9). O

from Sfck_l) to Tx(k_l). Therefore,

ProoF oF THEOREM 5.3. Consider the k-th iteration of the Forward Push part of A-HypERCUT
with p®) and £X) being the updated vectors of estimates and residuals respectively. Let & be an

integer such that 0 < w < n,and letx = }, d (Ui(k)). We have the following.
i=1

P ) )
) o )l

1-a)+a(l-a)" 'L (x)

'ME

S0 )-

i=1 i=1

b”ﬂe I
]

. T

-2

IA

™

(04

=}

i=

~(1-a)f v a(1-a)f Ly ()

where we have used the fact that « fraction of the residuals goes to estimates at each iteration, and
the remaining (1 — «) fraction of the residuals takes part in diffusion and becomes the updated

residuals. Let U(,(Jk) = {vl(k), vgk), e, <k)} and £ min min ¢(U( )) Then, theorem 4.4

:11<I<k w:0<w<n

implies that

O () O (1—Of)k_1x_ x
ZP (l) A =1 (1-a) A(H) A(H)

i=1
¢z k-1
+a(1-a)f 'min {\/?c VA(H) — x} (l - —)
If S C V is any subset with vol(S) = x, then p®)(5) < 3, p¥) (vi(k)). Therefore, we have
i=1

1 1
P - Vol((‘S/)) - (1 - (1_“)H) (1 - :21((15/)))

2
+a (1 - a)* " min {\/VOI(S), VAH) = vol(S)} (1 - ¢—)
which completes the proof. O
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ProoF oF THEOREM 5.4. Theorem 5.3 implies that

) oy vol(S) k-1
P (S) ol(V) <1-(1-@a)
+ o min {\/VOI(S), VA(H) - Vol(S)} (1 - ¢—) (10)

Using k — 1 < q%ln (4 Vvol(s) ) and assuming min {\/_ VA(H) - x} = 4/vol(S). We get the

following
¢2 k-1
& min {\/vol(S), VA(H) = vol(S)} (1 - —)
2
< min {\/VOI(S), VA(H) = vol(S)} (1 - ¢—) < f—:
Using this with § < p®)(S) — V°1(S)) in Inequality (10), we get
9In (—4“‘”(5 )1 (1-a)
¢ < (11)
In (1 — 375)
which completes the proof. O

8 CONCLUSION

In this paper, we presented the first Lovasz-Simonovits theorem for diffusion on hypergraphs,
specifically analyzing averaging-based diffusion. Defining APPRH, a variant of Personalized Page
Rank that uses averaging-based diffusion, we were able to devise and analyze the performance
of a local clustering algorithm with theoretical guarantees on the conductance of the clusters
produced and on the running time. Through extensive experimentation on real datasets, including
million-scale hypergraphs that have not been used for clustering in the past, we showed that our
clustering algorithm is significantly more scalable than existing hypergraph clustering algorithms,
producing clusters with conductance comparable to the state-of-the-art method.

Looking to the future, we can see that our method is easily adaptable to the dynamic case where
hyperedges arrive or leave, so we are planning to extend our work to that case. Since many of the
use cases of hypergraph local clustering are naturally dynamic, this seems to be a useful direction
to follow.
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