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Prior Work: 
This project was a part of M.Tech thesis of Richa Verma from IIIT Delhi. In this part of the 
project the data set for cows was created. This contains around 1600 images of cow along 
with its annotated labels. This data set is used as a basis for computing the accuracy of the 
built models overtime. Model created in this thesis was based on Histogram of Oriented 
Gradient and Support Vector Machines(SVM). As these methods are too generic to solve the 
problem of detection, it gave a lot of false positive result which is undesirable. Also the 
dataset was tested on MobileNets giving an precision of 97%. 
 

Cow Dataset 
Tensorflow supports models which is used for object detection. These models are: 

● ssd_MobileNets 
● ssd_inception 
● rfcn_resnet101 
● faster_rcnn_resnet 
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Threshold Precision Recall 
0.1  99.26 81.36 

0.2 99.48 77.45 

0.3 99.71 70.74 

0.4 100 63.12 

0.5  100 57.91 

0.6 100 50.30 

0.7 100 42.28 

0.8 100 30.06 

*Table 1 : Precision and Recall values for different threshold values for MobileNet model 
 
           Similar table is also constructed for other models. The graph for precision and recall are shown below: 
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*Figure 1 : Precision v/s threshold graph for different models on cow dataset 

 
*Figure 2 : Recall v/s threshold graph for different models on cow dataset 
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*Figure 3 : Recall v/s Precision graph for different models on cow dataset 

 
 

Dog Dataset(initial): 
 
This dataset of dog was made in BTP-1 and contains nearly 200 images only.Tensorflow 
supports models which is used for object detection. These models are: 

● ssd_MobileNets 
● ssd_inception 
● rfcn_resnet101 
● faster_rcnn_resnet 

Link to this dataset : 
https://drive.google.com/open?id=0B4cdEESOJFddZW9uTXd3NUFjWkk 

Following the table of precision and recall value for mobileNets varied over the threshold 
value: 
 

Threshold Precision Recall 

0.1 97 30 

0.2 97.8 29 

0.3 98 23 

0.4 98.7 18 

0.5 99 17 

0.6 99.5 16 

0.7 100 15 
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0.8 100 15 

Table 2 : Precision and Recall values for different threshold values for MobileNet model 
 

Similar table is also constructed for other models. The graph for precision and recall are shown below: 

 
*Figure 4 : Precision v/s threshold graph for different models on dog dataset 

 
*Figure 5 : Recall v/s threshold graph for different models on dog dataset 
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*Figure 6 : Recall v/s Precision graph for different models on dog dataset 

 
 

Creation of Dataset of Dogs: 
The data set for cows was already created. In order to detect both cows and dogs dataset 
for dogs needs to be created. A data set for dogs was created for the videos captured in and 
around IIT campus. These videos are all captured using pivot head to maintain a 
consistency in the frames (with respect to size and quality) extracted from videos. Frames 
extracted from the videos were annotated using the python library named LabelImg. This 
tool is very handy and convenient to use as it gives the result in XML format which is easy to 
parse and get the actual bounding box of the object that needs to be detected.  

Around 20 videos of dogs in IIT campus were captured and this is used to get a total 
of 1618 images. Using the above mentioned tools annotation of ground truth is done. This 
results in the creation of XML files with the coordinates of bounding boxes making detection 
of dogs easy. Apart from ground truth, we have also included the pose of the dogs as 
follows: 

● STANDING 
● SITTING 
● BACK 
● FRONT 
● SIDE 

 
The above mentioned classes are not disjoint i.e. a dog which is sitting is also labeled as 
posing sideways or front facing or backward facing. A detailed analysis of the data set is 
presented below: 
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Posture Number of images 

Standing 724 

Sitting 859 

Front 498 

Side 844 

Back 242 

*Table 3 : Number of images of the corresponding class 
 
Out of this 1618 images annotation for only 1559 images exists in the folder created. This is 
because images in which dogs are not present have no corresponding annotations available. 
These images can be used to detect the false positives results. List of images for which 
annotations exists but does not contain any dog  are listed below: 
“328, 329, 330, 331, 332, 333, 334, 335, 336, 337, 338, 339, 340, 341, 342, 343, 344, 345, 
346, 347, 348, 349, 350, 351, 352, 353, 354, 355, 356, 357, 358, 1228, 1229, 1230, 1231, 
1232, 1233, 1234, 1235, 1236, 1237, 1238, 1239, 1261, 1262, 1263, 1425, 1436, 1437, 
1447, 1488, 1501, 1510, 1528, 1607, 1609” 
 
 
 
 
 
 
 
A sample of dataset of dogs with their corresponding classes are shown below: 
 
STANDING DOGS: 

 
* Figure 7 : Representation of standing dogs in dataset  
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SITTING DOGS: 

 
* Figure 8 : Representation of sitting dogs in dataset  

 
FRONT: 

 
* Figure 9 : Representation of front facing dogs in dataset  

 
SIDE: 

 
* Figure 10 : Representation of side facing dogs in dataset  
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BACK: 

 
* Figure 11: Representation of backward facing dogs in dataset  

 
 
The purpose of creation of bifurcation in dataset based on pose of dog because it makes the 
analysis very clear as to which segment of dataset is showing greater accuracy value 
(recall). Also for the dog detection we are currently using the MobileNet model because of its 
robustness and fast prediction time. Based on the algorithm developed to classify an image 
as false positive or false negative or true positive, we present the class wise recall accuracy 
of sample set. 
 
 

THRESHOLD 
OF 

CONFIDENCE 

 
STANDING 

 
SITTING 

 
FRONT 

 
BACK 

 
SIDE 

0.1 81.6 54.54 45.63 38.29 75.46 

0.2 67.85 40.7 25.24 34.04 63.19 

0.3 51.64 31.6 17.47 29.78 48.90 

0.4 39.83 23.3 10.67 21.27 37.98 

0.5 29.67 15.08 6.31 19.14 26.72 

0.6 23.07 10.95 3.88 12.67 20.67 

0.7 15.10 7.02 2.47 8.51 13.44 
 

* Table 4: Class wise recall accuracy for a given threshold value  
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Here threshold of confidence implies the confidence with which dog is detected in a given 
frame. From the above readings it is clear that the MobileNet model performs well for 
standing and sideways facing dogs. A significant reduction in accuracy is seen for backward 
facing dogs. As a part of futuretask fine tuning of model can be considered to increase the 
accuracy in classes which are performing poorly.  
 
The link to the dataset is: 
https://drive.google.com/open?id=1BR2MAWsnwSuJ_ZEa6XYJXQhOlXvxYDTh 
 
 
 

Extending to Raspberry-Pi 
With the above graphs we have selected MobileNets as our optimal model based on the 
precision accuracy and time taken to process one image, around 5 images are processed 
per second for MobileNet. Now the above built model is extended to raspberry-Pi. This 
needs to satisfy a lot of dependency and subsequent dependent packages. After installing all 
the packages and libraries, the model ran in Pi but the time taken to process same amount 
of images is quite high in Pi as compared to PC. 
 
Also the above model was tested for videos where each frame is extracted and processed 
for object detection and time taken for this is around 4min for 10 frames. This time is quite 
high and need to be reduced.  
 
Several methods are tried to reduce the time taken to compute. An updated version 
tensorflow1.3 is used in place of tensorflow 1.1 but this gave no improvement. 
Next initially the size of each frame was (1980,1080) which was reduced to (640,480) every 
time before processing. This gave certain reduction but this is quite negligible. 
Finally some technique of caching was used. In this the session is acquired only once and all 
the frames are processed with the same acquired session. This reduced the time to 8 sec for 
each frame, which is very significant. Thus we have successfully reduced the time 
complexity of detection on each frame. 
Recently Google came up with tensorflow lite, which is a lightweight version of tensorflow 
and can be used by mobile application. Tensorflow lite cannot be used for Pi currently 

● Because in developer phase and lot of bugs 
● It is for mobile version and designed to support platforms like android and iOS 
● TensorFlow Lite already has support for a number of models that have been trained 

and optimized for mobile: 
○ Mobile net 
○ Inception  

● It can therefore be used for mobile application only currently. 
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Integration of webcam: 
Webcam was added to Pi and live frames were taken as input which was used to process 
object detection algorithm. But since each frame nearly takes 8 sec to process we cannot 
give the frames in the order they are read. Therefore it is required to drop all the frames read 
between start of processing of one image and its prediction. This helps us to detect the 
objects in the image in a live streaming way with some delay due to prediction. Also there 
exists some delay in taking input and output operation as webcam is involved which 
introduces some latency and delay in computation.  
To solve this issue we have tried a threading approach in which a new thread that polls the 
camera for new frames while our main thread handles processing the current frame. 
Accessing the webcam/USB camera using the cv2.VideoCapture(0) function and the read() 
method is a blocking operation. The main thread of our Python script is completely blocked 
until the frame is read from the camera device and returned to our script. I/O tasks, as 
opposed to CPU bound operations, tend to be quite slow. While computer vision and video 
processing applications are certainly quite CPU heavy (especially if they are intended to run 
in real-time), it turns out that camera I/O can be a huge bottleneck as well. 
In order to accomplish this FPS increase/latency decrease, our goal is to move the reading 
of frames from a webcam or USB device to an entirely different thread, totally separate from 
our main Python script.  

This will allow frames to be read continuously from the I/O thread, all while our root thread 
processes the current frame. Once the root thread has finished processing its frame, it 
simply needs to grab the current frame from the I/O thread. This is accomplished without 
having to wait for blocking I/O operations. 

Thus we get a reduced latency due to I/O operation. The final detection of each frame is 
shown in the terminal along with the prediction time and all the objects detected. All these 
images is saved to get the reference of bounding box of detection. 

 

Results of detection: 
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* Figure 12 : Images with bounding boxes, result of detection  

 
 
Movidius : Neural Computing Stick 
 
Intel® Movidius™ Neural Compute Stick (NCS) is a tiny fanless deep learning USB drive 
designed to learn AI programming. The NCS is powered by the low power high performance 
Movidius™ Visual Processing Unit (VPU). The VPU can be found in millions of smart 
security cameras, gesture controlled drones, industrial machine vision equipment, etc.  

The tool kit translates trained neural networks from a PC environment to an embedded app. 
The Movidius stick accepts networks expressed in Caffe and Tensorflow and intelligently 
optimizes them to run on the ultralow power Myriad 2 VPU. 

 

*  Figure 13 : Working of Movidius  

Running Deep Learning models efficiently on low capacity graph processors is very painful. 
Movidius allows us to optimize the operation of large models such as GoogLeNet (thanks to 
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Yann LeCun) with multi-use support. It is an easy-to-use kit that allows you to design and 
implement applications such as classification and object recognition as physical products. 
We can simply think of Movidius NCS as a GPU running on USB (Graphics Processing Unit). 
However, training of the model is not performed on this unit, the trained model works 
optimally on the unit and is intended to be used in physical environments for testing 
purposes. 
 
 
Features of NCS 

● Supports Convolutional Neural Network (CNN) profiling, prototyping and tuning 
workflow 

● Real-time on device inference – Cloud connectivity not required 
● Features the Movidius™ Vision Processing Unit (VPU) with energy-efficient CNN 

processing 
● All data and power provided over a single USB type A port 
● Run multiple devices on the same platform to scale performance 

 Product Specifications 
● Minimum System Requirements: 

○  x86_64 computer running Ubuntu 16.04 
○ USB 2.0 Type-A port (Recommend USB 3.0) 
○ 1GB RAM 
○ 4GB free storage space 

● Form Factor: USB Stick 
● Dimensions: 72.5x27x14mm 
● Connectors: USB 3.0 Type A plug 
● Operating Temperature: 0°-40°C 

Applications 
● Smart home and consumer robotics 
● Surveillance and security 
● Retail 
● Healthcare 

A comparative study of the time taken for image classification is shown in the below table 
where  time is in sec for image classification : 
 

Models PI CPU PI + NCS SpeedUp 

SqueezeNet 0.425 0.0859 395.77% 

GoogleNet 0.8807 0.1364 545.39% 

AlexNet 0.5917 0.1151 414.066% 

* Table 5: Intel NCS with the Raspberry Pi benchmarks. Comparison using the Pi CPU and using the 
Movidius NCS. 
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**Source:https://www.pyimagesearch.com/2018/02/12/getting-started-with-the-intel-movidius-neural-compute-stic
k/  

Installing and testing Movidius NCS: 

Following link can be followed for installing and testing of Movidius NCS:  

https://www.pyimagesearch.com/2018/02/12/getting-started-with-the-intel-movidius-neural-c
ompute-stick/ 

Ncapzoo is the additional set of models that which contains the models that NCS supports. 
For working on ncapzoo, this folder needs to be cloned from the github repository and further 
make command is executed so that new models can be executed in NCS. 

cd ~/workspace/ncappzoo/ 

$ make 

$ make all install 

This will make all the different tensorflow and caffe model which can be used to further 
compute the classification or detection algorithms. Output of running MobileNet and 
Inception model of tensorflow is shown below: 

 

*Figure 14 : Output of running image classification on Inception and Mobilenet model 
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Timing analysis of only 1 image for different models are also shown below: 

Model Time taken in seconds for first 
image(object recognition) 

MobileNet 0.98 sec 

Inception v1 1.395 sec 

Inception v2 1.7 sec 

* Table 6 : TIme taken for object recognition for different models in NCS 

Now coming to object detection using the Movidius NCS device. It is discussed in the forum 
of NCS by Intel, regarding the unavailability of SSD model of MobilNet based on Tensorflow. 
Therefore we have to now install Caffe in PI to execute the SSD_MobileNet model, which is 
available as a part of NCS NCAPPZOO example. It is contained in the folder: 

/ncappzoo/Caffe/SSD_MobileNet/ 

To run the model, the folder contains a file named run.py which is the basic script to detect 
objects in an image. Further changes can be done in the image to make the it customizable. 
Changes to run multiple images in one go, time taken in detection and direction of detection 
( say object detected is in left/right in the frame) incorporated in the code. 

For object detection in one image it takes nearly 0.2 sec (5 FPS). This is a significant 
improvement from object detection in PI, where it was taking nearly 4-5 sec for object 
detection. This improvement of 20X is much needed improvement for taking this model for 
ground use, making the very fast and accurate prediction. 

 

Timing Analysis of Object Detection using NCS 
In the model developed a frame is captured from pivothead and stored somewhere in disk. 
For running the object detection thread in the Control System Pi, following path is taken by 
the image from loading to final output. Below is the flowchart of the path taken by image: 

 

* Figure 15 : Flowchart showing path of image taken in Movidius NCS 
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Preprocessing of image includes the formatting of image by resizing it to a fixed size of 300 * 
300. This size is just a arbitrary consideration of number and this resize is done using  the 
opencv. There are 20 classes of prediction in this model of SSD_MobileNet namely : 
background, aeroplane, bicycle, boat, bird, bottle, bus, car, cat, chair, cow, dining 
table, dog, horse, motorbike, person, potted plant, sheep, sofa, train and tv monitor. 

Final processing includes drawing of bounding boxes on the frame, showing the confidence 
of prediction for each of the detected object. The table below represents the average time 
taken for each of the above step, average is taken over 10 sets of data: 

 

Event  Time taken in ms 

Loading image from pivothead  131 

Pre-processing of image 37 

Sending image to Movidius 37 

Detection by Movidius 82.5 

Receiving and final processing 5 

* Table 7: Timing analysis of each of the step taken while prediction in Movidius NCS 

Total time of prediction is the sum of Pre-processing, Sending image to Movidius, Detection 
and final processing of image. Therefore the average time of prediction comes to be 161.5 
ms. Also we can see that substantial time is taken for loading image from pivothead to 
memory to process it. 

 

Comparative Study  
Following are the three scenarios which needs to be addressed: 

● PC 
● PI only 
● PI + Movidius NCS 

This is because the growth of the project was done the above 3 stages. Firstly an analysis 
for model selection was done in PC and after choosing MobileNet as the best model (given 
the time and accuracy of prediction) porting this system to Raspberry PI was another stage. 
This system resulted in a time of 4-5 secs per image which is reduced further to 0.2 sec in 
next stage by integrating Movidius NCS device with raspberry PI. For this comparative study 
2 model are discussed: 

● MobileNet 
● Inception 
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Since for MobileNet all the three comparison standards are available table for it will contain 
all the 3 columns. But on the other hand, no SSD_Inception model exists for Movidius NCS 
device, comparison for Inception model will contain only two columns, namely PC and PI 
only. 

MobileNet Analysis: 

 

Measuring 
Parameters 

PC PI PI + NCS 

Avg time for 1 images 
(in ms) 

0.61 2.21 0.18 

CPU usage  
In percentage 294.75 182 83.32 

RAM usage  ~ 3.44 GB / 3.78 GB 
*Ideal RAM usage: 
3.03 GB/3.78 GB  

~ 492 MB / 926 MB ~ 166 MB / 926 MB 

* Table 8 : Analysis of MobileNet 

*CPU usage is from 400% (considering 100% contribution from 4 cores) 

 

* Figure 16 : CPU Usage comparison for MobileNet 
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* Figure 17 : RAM usage comparison for MobileNet 

 

 

* Figure 18 : Avg Time of prediction for MobileNet 

 

 

Inception Analysis: 
 

Measuring 
Parameters 

PC PI PI + NCS 

Avg time for 1 images 
(in sec) 

0.903 19.407 
SSD model of 

inception not released 

for Movidius NCS 

 

CPU usage  
In percentage 

207 302.5 

RAM usage 3.48 GB  / 3.78 GB ~ 820 MB / 926 MB 

* Table 9 : Analysis of Inception 
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*CPU usage is from 400% (considering 100% contribution from 4 cores) 

 

* Figure 19 : CPU Usage comparison for MobileNet 

 

 

* Figure 20 : RAM usage comparison for MobileNet 

 

 

* Figure 21 : Avg Time of prediction for MobileNet 
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Part 2 
 
Prior Work: 

● A database with images of each team member at different distances and in different 
shades was created. 

● Earlier the Fischer faces algorithm was used which was indeed very fast but gave 
extremely poor accuracy. 

 
 

OpenFace: 

OpenFace is a Python and Torch implementation of face recognition with deep neural 
networks and is based on the CVPR 2015 paper FaceNet: A Unified Embedding for Face 
Recognition and Clustering by Florian Schroff, Dmitry Kalenichenko, and James Philbin at 
Google. Torch allows the network to be executed on a CPU or with CUDA. 
Important links: 

● Openface home: https://cmusatyalab.github.io/openface/ 
● The code is available on GitHub at cmusatyalab/openface. 
● API Documentation 

 

Overview:  
The following overview shows the workflow for a single input image of Sylvestor Stallone 
from the publicly available LFW dataset. 

1. Detect faces with a pre-trained models from dlib or OpenCV. 
2. Transform the face for the neural network. This repository uses dlib's real-time pose 

estimation with OpenCV's affine transformation to try to make the eyes and bottom lip 
appear in the same location on each image. 

3. Use a deep neural network to represent (or embed) the face on a 128-dimensional 
unit hypersphere. The embedding is a generic representation for anybody's face. 
Unlike other face representations, this embedding has the nice property that a larger 
distance between two face embeddings means that the faces are likely not of the 
same person. This property makes clustering, similarity detection, and classification 
tasks easier than other face recognition techniques where the Euclidean distance 
between features is not meaningful. 

4. Apply your favorite clustering or classification techniques to the features to complete 
your recognition task. 
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* Figure 22 : Openface workflow 

src: https://cmusatyalab.github.io/openface/ 

 
 

 

 
* Figure 23 : Accuracy and performance comparisons between OpenFace and prior non-proprietary 

face recognition implementations (from OpenCV). 
Src: http://elijah.cs.cmu.edu/DOCS/CMU-CS-16-118.pdf 
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Accuracies: 
On the widely used Labeled Faces in the Wild (LFW) dataset, OpenFace achieves a new 
record accuracy of 99.63%. On YouTube Faces DB it achieves 95.12%. 
Src: FaceNet paper, https://www.cv-foundation.org/openaccess/content_cvpr_2015/app/1A_089.pdf 

Accuracy of our system, calculated on a subset of lfw with 57 classes having 25-50 pictures 
each, total 1580 images is 97.59 % 
These accuracies and the above shown comparisons prove OpenFace as a viable candidate 
for our real time face detection system. 
 

Training Databases: 
1. FR_DB: 25-30 images of each person (total 13 classes) at different distances and 

shades annotated with names. 

 
* Figure 24 :Images in dataset for OpenFace 

2. FR_DB_small: 15-20 images in 10 classes. Cropped out face images. 

 
* Figure 25 : Images after alignment  

3. FR_DB_NEW: 15-20 images of each team member taken from Pivothead from eye 
level in seminar room SIT100. 

 
* Figure 26 : New dataset of faces 
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Installing Openface: 
Detailed steps at: https://cmusatyalab.github.io/openface/setup/ 
 
Main dependencies:  

● curl, git, graphicsmagick, libssl-dev, libffi-dev python-dev python-pip python-numpy 
python-nose Python-scipy python-pandas python-protobuf python-openssl 

● pip2 install numpy, pandas, scipy, scikit-learn, and scikit-image 
● OpenCV 
● Dlib 
● Torch 

Now they have added support for making Openface a direct conda install for GNU/linux and 
OSX. Details at https://cmusatyalab.github.io/openface/setup/ 

 
Porting to Raspberry-Pi 
We had selected Openface as our optimal model which can give accurate and real time 
predictions at around 1fps on Intel i7 quad core 8GB ram laptop. Now the above built model 
is extended to raspberry-Pi3. This needs to satisfy a lot of dependency and subsequent 
dependent packages. After installing all the packages and libraries, the model ran in Pi but 
the time taken to process same amount of images is quite high in Pi as compared to PC: 
Timings on Pi: 
 

Steps First image Further images 

Argument parsing and import 
libraries 

 5.3 sec NA  

Loading the dlib and 
OpenFace models 

12.7 sec NA  

Face detection 3.2 sec 2.8 sec 

Neural network forward pass 20 sec 4.2 sec 

Prediction 0.01 sec 0.0012 sec 

TOTAL  ~ 7 seconds 

* Table 10 :  Timing analysis of face detection on PI 
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Integrating PivotHead SMART Camera 
The Openface system can function with images taken either from a webcam connected to 
the pi or from the live stream of the PivotHead Camera. It is a wearable glasses with camera, 
a small battery and a live mod with the ability to send an rtsp stream over wifi network. 
On the raspberry pi side we capture this rtsp stream and extract live frames at regular 
intervals (fps specified as input argument) from the stream. captureFrames.py is the script 
used when pivothead and pi are over the same wifi and the IP of pivothead is known. Default 
ip of pivothead is commented out in the script. 
For running captureFrames.py use the bash command: 

./captureFrames.py FPS Quality 
E.g. ./captureFrames.py 1 WVGA 

Where fps is the desired FPS of image capture and Quality is the image quality. 
This script asynchronously writes the new frames in a file on disk which is picked up by the 
algorithm. 
 
Control System Integration 
 

 
* Figure 27 : Schematic of MAVI Control System 

 
The MAVI control system consists of two main Raspberry pi3’s. Namely, a) Control System 
pi and b) Openface pi. The former has the following threads running parallely: 
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1. captureFrames.py: to extract frames from the live stream from pivothead received 
over wifi. 

2. Object detection with the Movidius stick is run on the received image(after reading it 
from disk) 

3. The Facial Transaction thread sends the received image over LAN connection to the 
other pi where openface algo is run on it and the results are again sent back to the 
control system pi over LAN.(python socket programming used) 

4. Bluetooth transaction thread then sends the compiled results of Object detection and 
Facial Recognition to an Android Mobile Phone connected via bluetooth. 

 
 

 
* Figure 28: Multithreading in MAVI Control System 

 
Multi-threading in MAVI Control System is used on the control system pi. The main thread in 
the mavi communicator script is called the Control System Thread here. Till here the system 
is single threaded. Now the main thread spawns 3 child threads, shown in the figure and 
itself gets converted to the Frame Capture(ffmpeg) thread. Each of these 4 processes are 
single threaded and are run parallely on the control system pi. On the other hand the 
openface pi runs a single thread which receives a frame, recognizes the faces and sends the 
results back syncronously. 
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Main Threads and their analysis: 
Facial Transaction Thread:  

● Timings: 49.3 ms (Avg for 50 image transactions; 640*480 each ~600KB) 
● CPU Usage*: 2-4 % 
● Current Overhead**: 0.02A 
● RAM usage``: 102MB/ 926 MB used on control system pi when only this thread is run 

 
Object Detection Thread (with Movidius):  

● Timings: 299 ms (Avg for 50 image transactions; 640*480 each ~600KB) 
● CPU Usage*: 125% 
● Current Overhead**: 0.14A 
● RAM usage``: 112MB/ 926 MB used on control system pi when only this thread is run 

 
Frame Capture Thread:  

● Timings: Fixed at 1 fps(640*480 each image ~600KB) 
● CPU Usage*: 125-150% 
● Current Overhead**: 0.22A 
● RAM usage``: 160MB / 926MB used on control system pi when only this thread is run 

 
Mobile Phone Transaction Thread:  

● Timings: Fixed at the rate we want output from the phone. 
● CPU Usage*: 1-3% 
● Current Overhead**: 0.04A 
● RAM usage``: 109MB / 926MB used on control system pi when only this thread is run 

 
Openface Thread (on other pi):  

● Timings: (Avg of 20 images for each case) 

 No Face Single Face Two Faces 

Loading 2.5 ms 2.4 ms 2.5 ms 

Face detection 2584 ms 2621 ms 2599 ms 

Alignment 1.9 ms 2.4 ms 4.6 ms 

NN FWD pass NA 4256 ms 8541 ms 

TOTAL 2590 ms 6880 ms 11147 ms 

* Table 11 : Timing analysis of Openface  
 

● CPU Usage*: 125-150% 
● Current Overhead**: 0.22A 
● RAM usage``: 160MB / 926MB used on control system pi when only this thread is run 
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Overall system analysis: 
● Timings: 

○ For real time usage system kept at 1 output per 4 seconds. 
○ Object recognition capable of 4 fps (with Movidius) 
○ Facial detection and recognition at 6.8 sec per image (single face) on pi3 

● RAM Usage: 
○ Control System Pi: 165-170MB of 926MB 
○ Openface Pi: 285-295MB of 936MB 

 
* Figure 29: RAM Usage breakage on Control System pi 

● Total Current utilization: 1.1A + 0.5A = 1.6A 
○ 1.1A : Our whole system 
○ 0.5A : Only pivot head alone (pivothead directly connected to power source) 

 
● CPU Usage: 

○ Control System pi: <=250% cpu used out of 400% 
○ Openface pi: <=125% cpu used out of 400% 
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* Figure 30: CPU Usage breakage on Control System pi 

● Both the pi’s remain at a stable temperature of <=48 degree celsius when run at 
room temperature(45 deg C). 

 
 

Measurement Standards: 
Base current - 0.3A for each  

RAM:  97.2MB / 926 MB for Control system PI and 122 MB / 936 MB for OpenFace PI 
CPU Usage is 400% for quad-processor CPU 
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